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Abstract

The advent of portable medical sensors such as electrocardiograms has enabled

widespread remote monitoring. The data collected from such devices presents

new research opportunities and challenges to improve diagnosis and treatment for

every individual patient. Condensing the sensor data into a form that is useful

for doctors and researchers is the focus of this work. In particular, I investigate

techniques to streamline the handling and processing of large data sets, the utility

of long-term monitoring data (such as Holter ECG recordings) in decision support,

and the application of machine learning in risk stratification. To support this

process, I explain a system for automatically delineating key markers in ECG

recordings, and displaying them in a novel way for identification of anomalies or

patterns. I then show how this method can be used in drug studies, as well as

to unmask potential problems in patients with certain genetic disorders. Finally,

machine learning and statistical analysis techniques are used to identify patients

who have a higher risk of symptoms or who require urgent care. In the process,

many challenges with the use of ECG data in machine learning algorithms are

addressed.
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1 Introduction

Heart disease is the leading cause of death in the United States [12]. Treatment

of heart disease can require massive amounts of data collection and aggregation

in order to determine the best course of action for an individual patient. Manage-

ment of that data poses many challenges in terms of privacy, storage/computing

constraints, analysis, and synthesis [10]. My aim is to develop solutions for data

handling problems in cardiology, in order to provide better decision support.

The infrastructure for medical remote monitoring is improving every day. Sev-

eral portable, inexpensive sensors including electrocardiograms and glucose mon-

itors are now available (the Clearbridge VitalSigns CardioLeaf [13], for example).

The data from these devices enables physicians and researchers to view a more

complete picture of their patients’ health than what would be possible in the hos-

pital. A brief clinic checkup may not reveal important long-term patterns, for

example, and even an extended hospital stay will not necessarily provide data

representative of a patient’s experiences in their normal daily routines. Not only

is there a diagnostic incentive for long-term remote monitoring, but there is also a

financial one; in-hospital tests are typically more expensive. Obviously, long-term
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remote monitoring is very beneficial, but the data must be condensed in order

to be manageable; a doctor cannot possibly review a table with 120,000 rows of

cardiac parameters per patient per day, for example.

I will investigate efficient methods for data storage and processing (“backend”),

as well as visualization and decision support (“frontend”). The goal in both ends is

to reduce diagnostic time even while facing a torrent of incoming data, which may

require faster processing, machine-learning-based diagnostic assistance, or more

comprehensive visualization methods. Findings will be presented in the context

of cardiology case studies.

1.1 Electrocardiography

Electrocardiograms allow us to measure the electrical activity of the heart via

sensors placed on the surface of a subject’s skin. The data from an ECG is simply

the signal amplitude (voltage) vs. time, as seen in Figure 1.1. This signal may be

passed into an automated annotation algorithm, which will demarcate different

intervals such as RR. Physicians can then analyze the annotation statistics to

check, for example, average heart rate, or maximum QTc. (The meaning and

relevance of QTc will be discussed in Section 3.2.)

ECG technology dates back over 100 years, but has improved in many ways

during that time. One relatively modern version of this is the Holter monitor [14],

a portable ECG that can digitally record a patient’s ECG over a period of several

days. These recordings, often called Holters, can provide insight into the patient’s

daily “cardiac routine”, as opposed to a clinic checkup where the doctor only

views the ECG for a few seconds.
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Figure 1.1: ECG tracing with some features labeled. The main features are the
P, Q, R, S, and T waves/deflections. The distances (i.e. times) between some of
these points are clinically important to monitor, such as RR (heart beat duration)
and QT (ventricular repolarization interval).

Because 24-hour recordings contain many pieces of information for each of

∼120,000 heart beats on several different leads, the recordings are rarely looked at

as a whole; instead, they are summarized in ways that are likely to omit important

information. In our research, we will strive to use/present all of the information

in a 24-hour recording.

1.2 Telemetric and Holter Warehouse (THEW)

The Telemetric and Holter Warehouse (THEW) is a collection of long-term ECG

recordings maintained by a group at the University of Rochester [15]. I first used

this database as a source of real ECG data for a medical data privacy project [1].

However, while performing statistical analysis on ECG recordings in the THEW,

we realized that there was a great opportunity to study various cardiac features

by hour, day of week, season, etc. Time and date can be extracted from Holter

recordings, yet such analyses are rarely presented. With a feature like heart rate

(HR), for example, we can provide much more than simply the mean or standard

deviation in a given population; we can compute these statistics for every minute
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Figure 1.2: Median heart rate in healthy individuals (beats per minute). Hour 0
is midnight. Error bars indicate standard deviation, and are drawn in only one
direction to avoid overlap.

of the day, yielding more accurate reference values for clinical use. Futher, by

using the demographic information in the THEW database, we are also able to

separate results by age, gender, the presence of certain drugs, and other factors.

Our analysis of heart rate in 200 healthy subjects revealed interesting features in

the daily cardiac cycle, such as the difference and transition of HR between night

and day, and maxima and minima around meals [4]. One result of this work is

shown in Figure 1.2. Various THEW databases will be utilized for all case studies

in the future chapters.
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1.3 Remote Health Monitoring

In remote health monitoring, we attempt to pass as many data crunching (i.e.

automatable) tasks to machines, while leaving reasoning tasks to the human doc-

tor. By drastically augmenting the computational capabilities of smartphones (or

other sensory devices [16]) with the help of cloud-based processing, today’s most

sophisticated Machine Learning (ML) algorithms can be executed on real-time

monitoring data and present results to a doctor for decision support [7, 17]. The

unmatched ability of a human reasoning system can then make decisions that not

only include the medical experience of the doctor, but also the computationally-

intensive analytical processing results of the machine — tasks that the human

brain is not good at.

A perfect example of a system that can provide such decision-supporting feed-

back to a doctor is a remote health monitoring system, consisting of Internet-of-

Things (IoT)-based data acquisition devices, connected to a cloud-based decision

support system [3]. This system could significantly improve diagnostic accuracy,

healthcare quality, and the patient’s quality of life. The technological compo-

nents of such a system are maturing; significant research momentum is making

advanced medical data acquisition devices commercially available [18], while so-

phisticated and powerful ML algorithms are well understood [19] and are readily

available [20–22]. Once integrated remote health monitoring systems are available

to incorporate these individual pieces, the Digital Health (D-Health) revolution

can begin in earnest; by analyzing massive amounts of data, not only can mech-

anisms that cause diseases be better understood [6] — for example, by under-

standing the genes that contribute to them — but also personalized treatment is

possible, which targets the treatment towards the individual lifestyle and genetic
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Figure 1.3: High-level overview of a remote health monitoring system.

make-up of the patient. It is also worth noting that remote sensing is actually

less costly for the healthcare organization, as the patient does not need to occupy

a hospital bed.

In order to understand the big picture of how medical data flows from a remote

patient to the doctor, we will present an overview of such a system. This will also

allow us to isolate the pieces of the system that we will be researching.

Figure 1.3 shows the layout of a medical remote monitoring system. We can

break it into four main components:

1. Patient area: This includes sensors and short range wireless communication

hardware.

2. Acquisition: This includes larger computers (phones, PCs) involved in aggregation/pre-

processing and long-range data transmission.

3. Back End: This is where data is stored/processed, including generation of

detailed reports/visualizations.
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4. Doctor: This is the presentation layer or “front end” interface application

which provides alerts, reports, etc.

1.3.1 Sensing

In the first parts of the system, sensory recordings of the patient will be trans-

mitted from the patient’s house (or any remote location) to the datacenter of the

health care organization (HCO) in real-time in a secure fashion using well estab-

lished encryption mechanisms [23]. The measured data from the sensors is sent

to a data concentrator. The concentrator is typically a smart phone which is in

the vicinity of the patient. Biosensors along with the concentrator form an IoT

based architecture [9]. Similar to other existing work in the domain of IoT based

medical sensing [24,25], access to individual sensor information is realized through

an intermediate data aggregator. Combining ECG monitoring parameters with

additional bio-markers improves the utility of the monitoring system to far beyond

what is currently achievable with ECG-only monitoring [26] or single-biomarker

monitoring (e.g., Glucose [27]).

1.3.2 Cloudlet

Because some tasks in the data acquisition block of Figure 1.3 may be overwhelm-

ing for a smartphone — especially when battery life is considered — it could be

desirable to bypass the phone, replacing it with a nearby PC (connected to the

patient’s home power and Internet) instead. A fast, local computer in this “cloud

interface/helper” configuration is sometimes referred to as a “cloudlet”. [28–32]

There are many advantages to this approach; most importantly, a cloudlet is

more capable than a phone in terms of hardware — both for speed, and extensi-
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bility. It is also likely to have access to a faster, more reliable Internet connection,

and the patient does not have to carry it or charge it. And cost-wise, a computer

such as an Intel NUC [33] would be comparable to the smartphone approach.

The primary disadvantage of a cloudlet compared to a phone is that it limits the

mobility of the patient, requiring that they stay within range of a fixed location.

Another possible disadvantage is setup time; since some patients will not know

how to connect a new computer to their home network, a technician may need

to set the cloudlet up for them. (This could potentially be solved by using a

4G cellular card in the cloudlet, rather than the patient’s Internet connection.)

Note that we are not overly concerned about the reliability of residential Internet

access in this type of monitoring system; if latency and reliability were critical,

the patient would be kept in the hospital.

It is also possible to use the patient’s own computer as the cloudlet, i.e. to

install an application on their home computer that performs the energy-heavy

tasks, and receives sensor data via (e.g.) a USB Wi-Fi adapter. However, as there

are no guarantees of speed, security, or reliability on a patient’s personal com-

puter, it is recommended instead that the hospital maintain a set of preconfigured

cloudlet PCs. These PCs would be issued for remote-monitoring sessions, then

wiped/reconfigured for the next patients.

1.3.3 Data Analysis and Reporting

In the later stages of the system, which are where this research lies, the data is

analyzed as prescribed by the doctor. For instance, we may simply be looking for

a change in status represented by a parameter crossing a threshold (e.g. “glucose

too high”). Or, the doctor may want to confirm a diagnosis by comparing this
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patient to others in the database, either visually or using statistics or machine

learning.

While the comprehensive nature of this system substantially improves its di-

agnostic value, it introduces challenges in handling such a high volume of data.

Visualization of such multi-dimensional data encompassing ECG parameters and

multiple bio-markers is not straightforward. Well known ECG-based visualization

of a patient’s cardiac operation has been in use for over a century, but provides

limited information for a short operational interval. In Section 3.3, we will de-

velop a new mechanism that allows the doctor to visualize ECG measurements

over ≥24 hours.
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2 ECG Data Handling

In this chapter I will discuss the tools and workflow used to process and manage

thousands of ECG recordings and their associated patient information.

2.1 Processing Individual Recordings

ECG sensors measure voltage at resolutions of about 16 bits and rates that gen-

erally range from 180–1000 Hz. A typical system will include up to 12 of these

sensors (i.e. leads) in different positions on the skin. File sizes are therefore

roughly 100MB per patient per lead per day [34]. A hospital monitoring 1000 pa-

tients will likely generate 100+ GB of raw data per day. (Though, this is usually

compressible down to less than 40% of its original size using a utility like zip.

More specialized compression algorithms may be used to take advantage of the

specific data structure of ECG to achieve higher compression rates).

A typical ECG waveform for three heartbeats was shown in Figure 1.1. Each

lead of the ECG monitor will capture between about 100 and 1000 amplitude

samples during a single beat. What the doctor is interested in, though, are values
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like the heart rate or the QT interval. There are roughly 20 such measurements

we may want to store for every heart beat, such as the location or amplitude of

certain features in the QRS complex. These annotations may very well occupy

more space than the original recording. Accordingly, the hospital may need to

plan for a couple of terabytes per day to cover their 1000 patients.

From the raw ECG data (in ISHNE format [34]), we must build a hierarchi-

cal database that has the original data at its lowest layer, commonly-requested

features such as heart rate at the highest layer, and primitives such as “R peak

locations” in between. This structure allows us to generate results more quickly

than building them from the raw data on every request, and it also allows us to

standardize the interface to clinically-relevant features at the highest layers when

dealing with different types of sensors. We construct the database for our LQTS

application (Chapter 3) in two major steps.

Stage 1: Raw Data → Primitives The primitives will be extracted from

the ECG recording, resulting in a table like that of Figure 2.1. This process is

performed by a DSP algorithm, which, in the case of ECG analysis, is typically

based around wavelet transforms. The computational complexity of this stage is

an important factor in determining where it should run; as alluded to Section 1.3.2,

there is a tradeoff between running it in the datacenter vs. on a device nearer

to the patient. The primitives for most interesting ECG-based values are the

locations and amplitudes at the start, beginning, and end of the labeled features

of Figure 1.1 (P, Q, R, S, T).

Stage 2: Primitives → Clinical Markers From the table in Figure 2.1,

the distance between different features can be computed. Many of these values
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Figure 2.1: ECG processing: output of first stage. The raw recording has been
turned into a list of important feature locations and amplitudes.
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Figure 2.2: ECG processing: output of second stage. Important intervals such
as QT and RR have been measured using the output of the previous stage (Fig.
2.1). We may also want to record some amplitudes here (e.g. T wave height, ST
elevation) to avoid having to refer back to the lower level data.

(“segments” or “intervals”) are good markers of potential cardiac issues. We

may also be interested in values computed from intervals; heart rate in beats per

minute, for example, is 60
RR (sec)

. RR is measured from R to R in consecutive beats.

Finally, some amplitudes such as T wave height or ST segment elevation may also

be needed.

Raw ECG data comes in many formats (ISHNE, text, MIT, dat, etc.); in

the THEW databases [15], the International Society of Holter and Noninvasive

Electrocardiology (ISHNE) format is used. We use an open source annotation

algorithm developed by Yuriy Chesnokov [35] to perform Stage 1. This algorithm

was written for a PhysioNet QT Measurement challenge, and we therefore expect

it to be well-suited to our LQTS objectives. This award-winning open-source

algorithm was tested on 548 sample ECG recordings and delivered a 17.30ms RMS

error (i.e. ∼4% error) in QT interval measurement. The algorithm also provides
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fiducials for the PR interval and QRS complex for all ECG leads. We ported this

code from Windows to Linux, and modified it to read ISHNE-formatted data files

from the THEW database. The resulting code is much more cross-platform than

the original — i.e. it is closer to being executable on a smartphone or embedded

microprocessor, which will be helpful during later development. It is also very

fast compared to other software such as ECG-kit [36], which is important with

the amount of data we need to process.

Once all primitive features have been annotated, we can compute the values

of interest such as QT and heart rate. Although these computations are rela-

tively simple – e.g. subtracting Q from T – there are ∼100,000 heart beats per

patient per day, detected on 3 separate leads. This begins to add up to a lot of

computation if we wait until the doctor asks for it. Further, if we want to aggre-

gate results, perhaps to see the average heart rate for a group of 1000 people, we

are much better off having pre-computed it across each recording. So this step

will save a lot of time for future queries. These results are stored in a table in

a SQLite database associated with each recording. This database allows us to

perform queries such as “What percentage of the time was the patient’s heart

rate above 90bpm?” or “What was the patient’s average QTc between 2 and 3

AM?”. This is an improvement on the current system, which may only provide

min/average/max heart rates from an entire ECG recording. However, we can

improve this even more by providing a view of the entire period (e.g. 24 hours);

this will be explored in Section 3.3

Since we have data from multiple leads — usually 2–3, but sometimes up

to 12 — there is a lot of redundant information in the annotations. To create

a leaner and more accurate table of annotations, we merge this information by
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simply looking for clusters of a feature (i.e. detection of the same feature on

several leads at about the same time) and choosing the “best” measurement to

keep (or perhaps a weighted average). With “R” detection, for example, we will

keep the median time of detection across all leads. The criteria for determining

the best measurement may depend on the diseases of interest, signal quality, or

lead placement. With QT, we are concerned about large values, so a conservative

choice may be to look at the max QT rather than median. Further, QT detection

relies on strong T wave presence in the signal, so we may choose to measure QT

and related features on the lead with the strongest T waves. Lastly, we will throw

out any unreasonable values (such as heart rate of 25bpm or QT of 800ms) and

also any values that were computed in the vicinity of ectopic heart beats. This

cleanup process could be considered “Stage 3”.

In our work, we maintain separate SQLite databases for each Holter, containing

tables with primitive locations and clinical marker values. (In the long term, a

different database system such as MySQL [37] or MariaDB [38] will likely be a

better solution, but for now, SQLite simplifies portability across our test systems.)

Why might we need the lower-level data later? Machine learning may benefit from

things we didn’t expect, we may need to look for a different disease than originally

intended, we may want to hand-check data that was used for a decision, verify

annotations, apply some improved function to a layer, etc. Maintaining all levels

of data saves processing time in these types of “rework” by allowing reuse of

higher-layer data instead of returning to the raw recording.
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2.2 Separating Patients into Cohorts

One fundamental task that we must achieve is being able to easily analyze sub-

groups of a large database, in order to compare them to each other. In Fig.

1.2 for example, we separate men and women in the THEW E-HOL-03-0202-003

database to compare their heart rates.

To allow us to separate ECGs into different groups, we use metadata provided

with each THEW database. The databases each contain a spreadsheet with de-

mographic information about the subject of each Holter. This information may

include things like weight, gender, history of hypertension, etc., and the fields

are not consistent across databases. From these spreadsheets, I created a single

database table that merges all of the information into one location. Using this

database, I can sort/query across recordings from four different THEW databases.

For example, I may want to create 4 groups of Holters — healthy females, healthy

males, LQTS females, LQTS males — and can do this from a single interface.

While a primary goal of this system is to provide a picture of an individual’s

health status to the doctor, this assistance can be greatly improved by allowing

comparison of the individual to various groups (such as other people of the same

age or gender, taking the same medications). In order to perform these compar-

isons, we need to develop “norms” for different populations by utilizing existing

databases (such as the THEW [15] or PhysioNet [39] databases). To this end, we

have found that it is beneficial to store a set of pre-computed statistics for each

major population. Populations are segregated by characteristics that are known

to influence each feature, such as gender or age. For each population and feature,

we store the percentile values of the feature at regular intervals throughout the

day — one set of values per minute has been sufficient for our use. Table 2.1
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Table 2.1: Heart rate range in healthy males. For every 1-minute window of the
day, all applicable heart rate values in the cohort are added to a list. Then, the
percentiles are computed. In this case, we look at 10% intervals, but in our actual
data, we maintain these tables down to 1% intervals.

time 10% 20% 30% ... 70% 80% 90%
00:00-00:01 57 61 65 77 83 94
00:01-00:02 55 60 64 78 85 95

...
11:23-11:24 65 71 75 94 99 107

...
23:59-24:00 56 61 64 78 85 94

shows a subset of one such data set.

Incidentally, though typical ranges for QTc (and other ECG parameters) have

been thoroughly investigated [40], reference ranges that take precise time of day

into account do not exist. Because of the time-dependence of LQTS that we

will observe in the next chapter, we have developed our own reference ranges

from some of the THEW databases. Some (summarized) tables are provided in

Appendix A. (You should be warned, however, that these ranges were generated

by an annotation algorithm that has not been used in a clinical setting, operating

on a relatively small database.)
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3 Decision Support for Long QT

Syndrome (LQTS) Patients

In this (and the following) chapter, we will discuss the specific medical conditions

that we intend to provide assistance with, the methods we use to do so, and results

of several case studies.

3.1 Objectives

From the methods of Chapter 2, we have obtained useful ECG measurements from

the raw data. We must now present and interpret these measurements.

There are many diseases that can be detected via ECG. Our novel course

of research will include the use of 24-hour ECG data, rather than the conven-

tional 10-second snapshots, to attempt to provide more relevant information to

the doctor. This restricts the scope of diseases we can investigate to those that

manifest with some slow variation or circadian rhythm. In the Long QT Syndrome

(LQTS), patients with one genetic defect, LQT2, tend to show symptoms much

more strongly during sleep. LQTS is normally diagnosed based on two features

— QT and RR (see Fig. 1.1) — and a value computed from them called QTc.
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Perhaps a machine learning algorithm could improve diagnostic accuracy by in-

cluding other features as input, or by computing QTc differently. Or, without

involving machine learning, we can attempt to provide visual representations of

QTc for a 24-hour period that will also greatly aid a physician.

From the available data for LQTS patients, we define the following objectives:

1. Visualize and compare long-term QTc values of individuals and groups [7].

2. Apply machine learning methods to classify patients as:

(a) healthy, LQT1, or LQT2,

(b) at risk, or not at risk for events.

3. Investigate ways to unmask QT prolongation concealment.

4. Visualize and quantify the effects of a new drug on QT and its subintervals.

In the simplest cases, we may only be interested in QTc crossing a threshold.

More realistically, though, we will need to look for trends.

One tool we will develop, the QT clock (Section 3.3.2), may be used to mon-

itor patients receiving known QT-prolonging drugs, specifically during inpatient

dofetilide initiation when the dose-dependent effect of the drug needs to be as-

sessed over a couple of days. The QT clock may also be used during the am-

bulatory outpatient period to assess the long-term safety and efficacy of a QT

prolonging drug, or the benefits of a QT shortening drug. This is what we will

explore in relation to Objective 4.
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3.2 Background on LQTS

3.2.1 The QT and QTc Intervals

The QT interval indicates how long the heart’s ventricular repolarization process

takes. QT varies with heart rate, so it is usually corrected based on the current

heart rate. The corrected version, called QTc, is more stable and is usually around

400 ms in a healthy person, and it may go up to 500 ms or even higher with LQTS.

QTc is usually computed with one of the following two equations:

QTcB =
QT√
RR/s

(3.1)

QTcF =
QT

3
√
RR/s

(3.2)

where the “B” and “F” indicate that these are the Bazett [41] and Fridericia [42]

corrections, and the division by one second is to preserve the units of QT. Pro-

longed QTc is an important marker for potentially fatal events [43], and subjects

with prolonged QTc are said to have Long QT Syndrome (LQTS). The normal

range of QTcB is roughly 356–449 ms in men, and 369–460 ms in women [40]. QTc

may be prolonged by drugs or because of genetic factors. LQTS is responsible for

an estimated 3000–4000 sudden deaths in children and young adults in the US

every year [44]. At least thirteen genes have been identified that contribute to

Long QT; LQT1 and LQT2 are the most common [45]. In both the congenital

and drug-induced cases, QT prolongation increases the risk of torsades de pointes

(TdP), an arrhythmia which can lead to serious issues including syncope, fibril-

lation, and death [46]. QTc is therefore an important value for cardiologists to

monitor, particularly on patients with one of the LQTS mutations, or patients
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who have been prescribed drugs that are known to prolong the QTc interval.

3.2.2 Drug-Induced LQTS

As of today, there are hundreds of drugs available on the US market that can

slightly prolong the QTc interval. While these drugs are generally safe, the ac-

cumulation of their small QT effects when patients are prescribed with multiple

drugs can become a health concern. [47] The acquired LQTS is modulated by more

than just drug interaction; diet, genetic predisposition, and circadian variation of

heart regulations are amongst a set of factors that can play a crucial role in the

patient response to a drug with potential QT effect. Therefore, a solution is to

continuously monitor patients and enable QT surveillance. This concept implies

that QTc intervals are continuously assessed from an ambulatory ECG signal —

a Holter — and corrected for heart rate.

3.2.3 Congenital LQTS

The congenital Long QT syndrome (LQTS) is an inherited channelopathy that is

associated with a prolonged duration of ventricular repolarization, predisposing

such patients to the occurrence of life-threatening ventricular tachyarrhythmias

such as torsades de pointes and sudden cardiac death [48]. Hundreds of mutations

have been identified in the LQTS, however mutations in the KCNQ1 and KCNH2

genes are the most commons forms of the disease — LQT1 and LQT2, respec-

tively. LQT1 is associated with a reduction of the slow component of the late

repolarizing potassium current (IKs), while LQT2 is associated with a reduction

of the rapid component (IKr) [49]. Heart rate corrected QT prolongation (QTc),
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type of mutation, gender, history of syncope, and age are recognized modulating

risk factors associated with the LQTS [50].

3.2.4 Concealment of QTc Prolongation

The genetic mutations that can cause LQTS are denoted LQT1, LQT2, . . . LQT13

[45]. The LQT2 and LQT3 mutations are associated with more cardiac events at

night [51], when the heart rate is low (i.e. when RR is long), whereas LQT1 pa-

tients are more likely to experience symptoms during exercise [50]. Additionally,

certain prescription drugs can prolong QT in ways that may not be fully char-

acterized during clinical tests, resulting in more prolongation when the patient

goes home than the doctor was able to predict from in-hospital monitoring. This

means that daily summaries of QTc value reviewed by a doctor are unlikely to

show the full scope of a patient’s LQTS. When a subject has periods of prolonged

QT that are not always present, we say that they have concealed LQTS. Golden-

berg et al. [52] reported that about 25% of genotyped-confirmed patients have a

concealed form of the disease, wherein genotype positive patients have an ECG

tracing exhibiting normal range QTc intervals (QTc ≤440 ms) [52].

The severity of the functional defects and the phenotypic penetrance in the

LQTS is modulated by numerous factors amongst which age, gender, type and

location of LQT mutation play crucial roles [53]. But this also means that genetic

tests do not fully capture individual risk. Further, while the standard 12-lead

ECG is an important diagnostic tool used in the investigation, evaluation, and

monitoring of patients with LQTS, its utility in predicting risk may be limited

by the fact that QT concealment may give the false impression of low risk in

certain subsets of patients. The presence of QTc concealment in LQTS has been
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studied previously using standard 10-second ECG tracings. The limitation of such

an approach is that these ECGs are usually acquired during clinical hours, and

they may not provide the most accurate assessment of risk but rather should be

considered a snapshot measurement of risk.

The cardiac events in LQTS have been shown to be strongly associated with

triggers linked to inappropriate QT adaptation to changes in heart rate. Therefore,

challenging the ventricular repolarization process in these patients using protocols

to exacerbate the QTc prolongation have been proposed such as brisk standing,

[54] exercise, or epinephrine challenge [54–56]. Such protocols exploit the fact

that β-adrenergically enhanced potassium currents (IKr and IKs) are required to

counterbalance the larger inward depolarizing current of the L-type Ca2+ current

(also enhanced by β-adrenergic stimulation). [57] Abnormal regulation of these

potassium currents under condition of an adrenergic tone put the LQT1 and

LQT2 patients at risk for life-threatening ventricular arrhythmias. The cellular

and environmental factors that affect repolarization are of course dynamic, and

therefore a static assessment of QTc may be limited in conveying the true extent

of abnormal repolarization for any given patient.

We envision a long-term remote-monitoring system that can upload ECG sig-

nals to the healthcare provider for automated analysis of QTc. Ideally, this system

will provide a 24-hour picture to the doctor in a simple form containing all key

information; i.e. we want to summarize, while avoiding under-sampling or over-

averaging of the data.
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3.3 Visualization Methods

One of the most useful types of decision support is not for a computer to generate

specific recommendations, but to simply present the data in a manner that allows

the doctor to fully understand the situation. Based on this presentation, the

doctor can make his or her own decision. The challenge here is to condense many

sensor measurements spanning a long period of time into a very concise summary.

An important consideration in building visual aids for decision support is know-

ing which features are relevant to the condition being investigated. In the Long

QT Syndrome (LQTS), for example, many ECG measurements such as QT, RR,

or TpTe (T wave peak to T wave end) may all carry some information about

the disease, not just QT. Additionally, there are several ECG leads (sensor loca-

tions) to choose from, and certain leads may be better for QT measurement. We

also know that LQTS manifests differently throughout the day based on patient

genotype, so perhaps there are a few key times of day that should be checked (as

opposed to looking at an overall average of the available data).

We are building a sizable array of factors that are relevant to this disease,

and circling back around to the original problem: displaying it all to the doctor

in a form that can be digested very quickly. Remember that in addition to each

of these factors — ECG marker and lead, time of day, etc. — the doctor may

also have 20–30 patients. Further, the advent of long-term remote monitoring

means that each patient will be generating more data than ever before. So we will

investigate new infographic concepts to summarize a patient’s day.

The first techniques we will apply to LQTS monitoring involve the removal

of redundant information from the ECG recording. For instance, while many

ECG measurements may contain some information related to the patient’s illness,
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we may focus simply on QTc (which combines two measurements, QT and RR).

Further, since many ECG leads are available, we will combine data from all of

them using e.g. a median or average. (We could also choose to look only at a

single lead, perhaps the least noisy, as discussed in Section 2.1.)

Now that we are focused on a single (computed) feature on a single (“merged”)

lead, our visualization problem is much more focused. We must plot or tabulate

the values of QTc for ∼120,000 heart beats per day. Again, we know that certain

times of day are more critical based on genotype. However, as they are based on

sleep and exercise patterns, they will still vary significantly between patients. So,

we would like to show the entire day if possible.

The most obvious way to present the remaining data would be to simply plot

it. However, the scale of the plot must be determined to ensure that short duration

events are still visible. In the case of LQTS, we are mainly interested in events

that last for several minutes. It is therefore practical to plot a full 24 hours in a

fairly “typical” plot size (e.g. “half page”), which allows us to see with at least

1-minute resolution.

Finally, we note that for data spanning 24 hours or more, polar axes can be

beneficial. By using the angle of a polar plot to represent time of day, and the

radius to represent the value of some feature, multi-day data can simply continue

to circle around the plot. Even with single-day data, this representation makes it

unnecessary to adjust the axes range to view different recordings. (For example,

should the x axis start where the recording does, or at some other time like

midnight?) We have found it best to standardize on a 24-hour polar axis. In this

section, we will present our ideas to develop a scalable and intuitive visualization

mechanism for long term QTc data that prevents data overload for the cardiologist
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while preserving the original data as much as possible. The main method we

designed we have dubbed the “QT Clock” or “ECG Clock”.

Comparing an individual patient’s QTc to different groups can help the doctor

more confidently decide whether certain therapies (e.g., beta blockers or defibril-

lator implantation) should be prescribed. The 24-hour plots can also be useful as

a diagnostic tool. If a doctor suspects LQTS based on a 10-second ECG during

a clinical visit, (s)he can obtain a 24-hour Holter recording of the patient, and

superimpose their patient’s measurements onto various groups that they suspect

the person may fall into.

The doctor will also be able to prescribe or recommend against certain activi-

ties; for example, they may notice an issue at 10AM on a Saturday, ask what the

patient was doing at that time, find out that they were mowing their lawn, and

advise against that activity. Data mining may also reveal bad habits common to

almost all patients, e.g. going to bed too late on Sunday nights. Physicians would

then be able to remind their patients of this hazard. We also foresee predictive

capabilities using this technology. The effects of various drugs on markers such

as QTc may be characterized based on drug trial results to predict the effects on

a new patient. i.e., we can project ahead of time what the QTc (or other) plot

will look like from a patient’s baseline and from recordings of similar individuals,

and even project what the impact will be in several years. Such predictions can

change the protocols for prescribing certain drugs, saving patients and hospitals

time and money while providing more accurate care for the patient.

To augment the ECG Clocks, we would like to add thresholds and statistics

for comparison. However, static “warning” thresholds for cardiac features do not

account for a patient’s age, prescriptions, congenital disorders, for the time of
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Figure 3.1: QTc distribution in healthy, LQT1, and LQT2 cohorts. We see that
there is significant overlap of the LQTS patients with the healthy cohort, severely
hindering the ability to diagnose the disease with a QTc threshold alone. 450ms
and 470ms are typical clinical warning thresholds for males and females, respec-
tively.

day, or many other factors. It is currently possible to build a database from

drug trials and other clinical data sets (such as the THEW [15] or PhysioNet [39]

databases), constructing a picture of the norm for features like QTc within a

particular group. As more sensor data (with demographic information) becomes

available due to continuous monitoring, these reference ranges will become very

well defined for all populations. We have begun to generate pictures of the normal

QTc ranges for several groups, using recordings from the THEW database. Some

histograms from this work are given in Figure 3.1. Tables with other intervals and

times are provided in Appendix A.

3.3.1 matplotlib

Much of our work involves plotting, at least in order to get an idea about what

quantitative analyses to pursue. Because most of the scripts and machine learning

tools we intend to use are written in Python, we look for a Python-based plotting
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solution to standardize on. matplotlib is a Python library with a MATLAB-like

interface that is capable of generating any plot we could conceivably need. It will

also be used as a platform to develop the “ECG Clocks” we describe in the next

section.

3.3.2 ECG Clocks

We developed a novel graphical concept designed to facilitate the review of a large

set of QTc measurements and to provide an infographic understanding of 24-hour

QTc dynamics. The QT clock is a circular plot representing a 24-hour clock

(00:00 to 24:00) with midnight at the top of the clock. The radius of the clock

represents the QTc interval values varying from 300ms to 600ms from the center to

the perimeter. This format provides consistency when looking for problems that

can depend on the time of day, and recordings that start at different times. (For

monitoring intervals much longer or shorter than 24 hours, it may be advisable to

“unwind” the plot into a typical Cartesian plane, though.) The clock is used to

present information for two different purposes:

1. Viewing the expected QTc range for a population (i.e. their typical QTc

values across the day).

2. Monitoring changes in QTc for an individual patient. QTc values extracted

from a single Holter recording may provide insight about personal daily

variation and period of maximum QTc prolongation.

Examples of the visualization we’ve just described are given in Figures 3.2 and

3.3. Because our data was still fairly noisy even after all the preprocessing steps,
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Figure 3.2: Example “QT Clock” to illustrate the ECG Clock concept. This plot
is for a 1-year-old female with a genetic disorder. ECG clocks are polar plots
of some feature value (e.g. QTc) vs. time. Time proceeds around the plot like
a 24-hour clock. In this case, we have also highlighted some regions to indicate
“good” and “bad” values.
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Figure 3.3: Example QTc clocks from three individuals. The first patient is
healthy, and her QTc stays in the normal range all day. The second patient has
the LQT1 defect, which manifests as slightly elevated QTc throughout the day.
The third patient has a LQT2 defect, which is noticeably worse at night than
during the day.

we used a median filter to smooth it. This type of filtering is described in the

next section.

There are two particularly important features to note in the figures: (1) the

blue line, representing the value of a single cardiac feature (QTc) for a specific

patient, and (2) the green area, representing the range of normal values for that

feature based on analysis of recordings from healthy subjects. This presentation

has many uses in clinical and research areas, as we will demonstrate in the later

sections.

The ECG Clock library is built on top of matplotlib, and its primary purpose is

to generate plots of ECG interval values on a 24-hour axis. There is a wide range

of applications for such plots, some of which will be demonstrated in Section

3.4. Users may modify the code if desired; it is released under the permissive

MIT License, and is available at https://bitbucket.org/atpage/ecgclock/.

Extending the functionality of the library to cover new cases usually only requires

minor changes.

https://bitbucket.org/atpage/ecgclock/
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Figure 3.4: The importance of filtering beat-to-beat data, particularly with noisy
annotations. Directly plotting ∼80,000 QTcF values for this 32-year-old female
LQT1 patient yields the cyan line. Applying a 10-minute median filter produces
the blue line.

Although an unlimited number of recordings can be added to the same plot —

to view a patient’s response to different prescriptions, for example — we find that

the plots tend to get cluttered with more than 3–4 recordings. Incorporation of

additional information (e.g. from more sensors, which are not necessarily cardiac)

on the same axes is an ongoing research challenge [3]; we expect that plots of

heart rate and QTc together, or QTc and TpTe, for example, will make it easier

to gauge the interaction between related features.

3.3.3 Filtering

The plot in Figure 3.4 illustrates the effects of noise when we attempt to simply

view QTc vs. time on one of our “clock” plots. Noise is not washed out like it may

be in a histogram; a line is being drawn to every outlier, and even relatively small
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error rates can produce a few thousand outliers over the course of a day (which

consists of ∼100,000 heart beats). This is amplified by the fact that a single faulty

detection can result in two incorrect values; with heart rate, for example, wrongly

detecting an extra heart beat would make the heart rate appear to jump up for

2 beats and then return to normal. Further, QTc is somewhat dynamic; much of

its variation isn’t “noise”. To smooth the plot, we apply a median filter to the

list of QTc values, replacing each point with the median of the points around it.

In other words:

Fi = median([Oi−N , . . . , Oi, . . . , Oi+N ])

where F is the filtered signal, O is the original signal, and the width of the filter

is 2N.

This approach will cause problems, though, if the doctor is interested in short-

duration events; events that occur for less than ∼5 minutes, for example, are likely

to be removed by the filter. The best solution for this is to collect a cleaner signal

(e.g. using better sensors) and to apply more advanced annotation techniques. It

is also important to eliminate errors at each stage in the database construction.

Because there are so many data points to work with, it is generally safe to discard

all questionable values. Relatively wide filters do not cause a problem for the QTc

case study, but physicians will need to select filtering windows that make clinical

sense.



33

Figure 3.5: Early QT clocks in which we attempt to visualize the typical range
of values for a feature (QTcB) in specific cohort (LQT1 female subjects who are
not on beta blockers). We start with a 3D histogram (heat map) on the left, with
white circles indicating the conventional “warning” range. In the center, we look
at median +/- SD, and find that the standard deviation is so wide that the picture
is not very helpful. Finally, on the right, we view median +/- MAD, which gives
a clearer idea of what values are “normal”.

3.4 Visualization Case Studies

3.4.1 Gender- and Genotype-Specific QTc Prolongation

In the histogram in Figure 3.5 (left side), we have plotted QTcB for every heart-

beat from 94 24-hour recordings – approximately 10 million data points in total.

We then produce a similar plot showing points within 1 standard deviation of the

median as a solid color. Median is used rather than mean because we expect to

have a non-negligible number of erroneous values in our data set due to the noisy

environment and imperfect annotation algorithm, and we want to avoid giving

weight to these bad values. However, these outliers still affect the standard de-

viation; the width of the band in the center plot is a result of this. Further, the

standard deviation across multiple patients gives a false sense of how much vari-

ability is really normal for a single patient. To get a more representative view of

QTcB, we produce the same plot using median absolute deviation (MAD) instead
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of standard deviation. This results in the final plot in Figure 3.5.

Population and gender-specific distribution of QTc for our LQTS study cohorts

are plotted on the QT clocks in Figure 3.6. The lower and higher boundaries of

these patterns correspond to the 16th and 84th percentile (i.e., inner 68% of

patients), with 1-minute resolution. This percentile range was chosen to highlight

the equivalent of ±1 standard deviation during each 1-minute epoch, without

assuming a normal distribution. Such presentations reveal that there is a very

stable, circular, “healthy” range of QTc across 24-hour variations (defined by our

healthy cohort, dark green areas). We superimposed on these plots the 24-hour

variation of QTc for LQT1 in the upper panels, LQT2 in the middle panels, and

LQT3 in the lower panels. This figure reveals different configurations of 24-hour

QTc dynamics according to LQTS types. The most striking one is the change in

symmetry of the pattern in LQT2 and LQT3 groups revealing the exacerbation

of the QTc interval prolongation during the night period. This phenomenon is

stronger in LQT3 male patients while it is not present in LQT1 patients. Note

that the “healthy” and “LQTS” regions rarely overlap, in contrast to what we see

in Figure 3.1. This is mainly because the clocks only show the inner 68% of each

group – the tails of their respective histograms are omitted. Additionally, Figure

3.1 removes all time dependence; overlap may be different depending on time of

day.

In Figure 3.7, we expand the percentile range of Figure 3.6, which begins to

introduce more noise due to the relatively small size of our database. However,

some interesting features emerge, particularly the times of overlap in LQT1 and

LQT2 with their healthy counterparts. For example, we see that LQT2 becomes

quite distinct at ∼3AM, even though there is some concealment of prolongation
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Figure 3.6: QTc clocks for LQT1, LQT2, and LQT3 cohorts compared with
healthy peers. Note the asymmetry in the LQT2 and LQT3 cohorts, who ex-
perience greater QTc prolongation at night.
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during the day. We also note that the healthy range remains relatively narrow,

despite expanding the scope to the inner 90 percent.

3.4.2 Drug Effects

QTc clocks could also be useful for clinicians to see that a treatment is working, to

adjust prescriptions, to look for harmful side effects, or to verify that a patient is

taking their medication correctly. This would involve plotting and comparing QTc

from a baseline Holter vs. a followup Holter. For example, dofetilide (Tikosyn)

is a prescription drug known to prolong QT, so the doctor will want to see how

much it prolonged QT over an entire day or week to make adjustments to the

dose. Further, the effects of beta blockers are quite obvious on a heart rate clock;

if a patient does not take their prescription, the doctor will be able to tell from

the plot.

Beta Blockers In Figures 3.8 and 3.9, we display QTc values of patients on and

off beta blockers. In Fig. 3.8, all patients are plotted, meaning that we cannot

say that beta blockers cause the differences we are seeing; instead, it may be the

case that patients with naturally higher QTc were more likely to be prescribed

beta blockers. In Fig. 3.9, we fix this by only viewing data for patients before and

after starting beta blocker therapy. However, we do not have data from enough

subjects to draw conclusions from this figure.

Sotalol A typical use of plotting multiple Holters on the same axes is shown

in Fig. 3.10, where we compare a patient’s baseline QTc and heart rate to his

QTc and heart rate on an antiarrhythmic drug. The drug was administered in

the morning, and we can see its effect on QTc increase into the afternoon, drop
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Figure 3.7: QTc in LQTS patients vs. healthy subjects. The range shown is the
5th–95th percentile. This is similar to Figure 3.6, which has a narrower percentile
range that emphasizes the differences between the groups.
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Figure 3.8: Comparing QTcB in Holters of patients on vs. off beta blockers.
Patients on beta blockers have longer QTc, but this is likely the cause of the
prescription rather than the effect, as we are looking at separate groups of patients.
The range shown is the 16th–84th percentile.
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Figure 3.9: QTcB before and after beta blocker therapy. The range shown is the
16th–84th percentile. In this case, we lack information about the type of beta
blockers used, and the sample size is also very small. Still, the apparent trend
of increased nighttime QTc prolongation in LQT1 patients after beta blocker
initiation may merit further research.
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Figure 3.10: ECG clocks of QTc and HR during a drug trial. One individual’s
baseline was recorded (blue line), and then he was recorded again on sotalol (pur-
ple line). We see that the drug increased QTc, and decreased heart rate and heart
rate variability (HRV).

off until roughly midnight, and then re-emerge during sleep. The effect on heart

rate is more immediate and consistent throughout the day. This presentation

may supplement existing measurements during drug trials. A cardiologist would

be able to use similar plots for their patients to determine if prescriptions were

working as expected, and also to monitor medication adherence.

Some patients may have drastically different sleep schedules than the average

person, e.g. due to working third shift. In the figure, we notice that this patient’s

heart rate pattern appears to be misaligned by a couple of hours compared to the

“normal” range. In cases like this, it may be desirable to rotate the “expected”

range to match the patient’s schedule. We will be adding an offset parameter to

the ECG Clock Library to allow this. (This will also be useful to adjust annotation

data containing incorrect timing information.)
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Eleclazine One of the most important applications of ECG Clocks is to an-

alyze the impact of drugs on a patient or group of patients. The University of

Rochester Medical Center’s Heart Research Follow-up Program has provided ECG

annotations for several cohorts in a study for a new drug, “eleclazine”, which was

developed by Gilead Sciences, Inc. Eleclazine is a late sodium current inhibitor

which may shorten QTc in LQT3 subjects. In a recent study, we compared a

group of baseline Holters to a group of “on drug” Holters [11]. This type of plot

tells a much more complete story than a list of basic statistics from the record-

ings. Figure 3.11 displays various repolarization intervals before and after drug

induction to verify and quantify its effects throughout the day.

3.4.3 Annual Checkups

In Fig. 3.12, we show the same patient’s QTc recorded at five different ages. On

the left, we see that QTc is very stable when comparing ages 3, 4, and 6. At

ages 5 and 7, though, QTc is prolonged; this is shown on the right, along with

the age 6 plot for reference. This patient’s QTc indicated relatively low risk in

the recordings on the left, yet it indicates high risk during the two “anomalous”

recordings [58]. Unfortunately, we do not have information about prescriptions

or other possible causes for the prolongation at ages 5 and 7, but his physician

would immediately investigate the cause when presented with the plot. Finally,

note the distinct “LQT2-like” shape of the plots, where QTc increases at night.

This asymmetry could aid in diagnosis, preempting genetic testing in some cases.

The same representation helps to easily pinpoint periods of the day associ-

ated with QTc prolongation, and therefore counsel patients about their daily

periods/activities associated with risk.
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(a) QTcF

(b) QTpcF

(c) TpTe

Figure 3.11: Baseline and on-drug QTcF, QTpcF, and TpTe interval measure-
ments in eleclazine trial (ms). There are only 4 subjects in this cohort, but results
are fairly clear; the drug mainly impacts QTp (not TpTe), as intended.
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Figure 3.12: Monitoring QTcF changes at different ages in a male LQT2 patient.
We note that the recordings at ages 5 and 7 show higher QTc than the others,
which could flag the physician to investigate drug interactions or other possible
causes.

3.4.4 Event Prediction

Figure 3.13 shows the QTc differences between LQTS subjects with and without

symptoms (i.e. “events” like syncope). Unfortunately, the plots are not particu-

larly useful from a clinical perspective, because we do not know if the Holters were

performed before or after the events. Further, it is not surprising that patients

with symptoms have longer QTc. However, these plots can provide an idea of

QTc thresholds where symptoms become more likely. We will attempt a more

quantitative analysis of these groups in Section 3.5.6.

3.4.5 QTc Prolongation Concealment

We measured the beat-to-beat RR and QT intervals in 24-hour Holter recordings

for healthy patients (n=200) and genotype positive LQTS patients (n=305). The

number of QTc intervals measured was around 10 million in each healthy group

(male and female), 12 million in each LQT1 group, and 6 million in each LQT2
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Figure 3.13: QTcB in patients with and without symptoms. The range shown is
the 16th–84th percentile.
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(a) 35yo male (b) 38yo male

Figure 3.14: Extreme cases of QT prolongation concealment. Both patients have
LQT2 mutations. The plots confirm that some ECG biomarkers (such as QTc)
need to be evaluated throughout a 24-hour period.

group. Figure 3.1 highlighted the gender-specific QTc distribution for healthy

patients compared with LQT1 and LQT2. There is a difference in the distribution

of QTc intervals in men versus women. In men, LQT2 is associated with longer

median QTc intervals when compared to those with LQT1 (471ms vs. 455ms,

p=0.03) while this difference is weaker in females (479ms vs. 470ms, p=0.04).

The QTc distribution plot in LQT1 males shows the largest common area with

the distribution of QTc in healthy males, indicating that this group of LQTS

patients may have the least QTc prolongation, i.e. the most concealment.

To illustrate the potential consequences of concealment, in Figure 3.14 we plot

QTc for two LQT2 subjects with extreme differences in daytime and nighttime

QTc values. In particular, the second patient in the figure clearly has serious

problems throughout the night, a fact that would be lost during a daytime clinical

visit or even a long-term average. If a cardiologist had only looked at these

patients’ average QTc, it would have obscured the the fact that their QTc is
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dangerously elevated for several hours. The plot takes minimal time to process,

and is infinitely more useful than a simple average. Note that with a quick glance,

the doctor can assess if and when in the day a person has dangerously prolonged

QTc.

While we’ve focused on QTc and 24-hour observation periods, the process and

framework will be similar to monitor other medical markers such as O2 saturation,

glucose levels, or body temperature, and over different intervals.

3.4.6 Mutation Location and QT Clock Profile

Figure 3.15 presents the gender-specific QT clocks for the groups of LQT1 pa-

tients with C-loop versus non-C-loop mutations, and LQT2 patients with pore

versus non-pore mutations. In male LQT1 patients, we observed no clear differ-

ences in the QTc clock profiles between patients with mutations inside or outside

the C-loop regions, though the C-loop region appears slightly worse overall (i.e.

more QTc prolongation). In women with LQT1, QTc values remained >450 ms

throughout the day and nearly overlapping QTc clock profiles were observed for

those with C-loop and non C-loop mutations. However, among male patients with

LQT2, those with a pore region mutation consistently had more QTc prolongation

when compared to those with non-pore mutations. This obervation is consistent

with prior report in LQT2 patients which revealed that male LQT2 patients with

non-pore mutation were associated with lower risk for events [59]. Finally, in fe-

male LQT2 patients, the trend for increased QTc prolongation in those with pore

mutations also appears to be present, but has more overlap with the non-pore

subjects than we see in the male cohort.

The percentage of patients on beta-blockers was not significantly different in
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Figure 3.15: QTcB for LQT1 and LQT2 patients with missense mutations, sepa-
rated by gender and mutation location. The most striking fact is that men with
LQT2 have much higher QTc when the mutation is in the pore region.
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LQT1 patients with C-loop mutations vs. non C-loop mutations (33% vs. 24%,

p=0.15) or in LQT2 patients with mutations in pore vs. non-pore regions (47%

vs. 42%, p=0.47).

3.5 Quantitative Analysis and Machine Learn-

ing

The main objective of the visualization techniques developed in Sections 3.3 and

3.4 was to present enough data for a doctor to make a decision. However, especially

in the case of rare diseases with which the physician may not be experienced, it

would be good for the computer to also provide some suggestions. That is, in

addition to presenting plots or tables of ECG measurements, the computer should

also attempt to classify/diagnose illnesses based on those measurements. In this

section, we begin to investigate ways to augment the visualizations using machine

learning (ML) algorithms. The goal is to utilize (a subset of) the same data used

to generate plots to compute the likelihood that a patient has a particular medical

condition. In this section, we will continue to focus on the LQTS.

In some cases, we will be comparing groups using statistical tests. Statistical

analysis was performed using the SciPy stats module. The Mann-Whitney U test

was used when assessing statistical differences between different populations, and

the Wilcoxon signed-rank test was used when comparing results within the same

population. A chi-square test was used in the case of binary variables. In all cases,

p-values ≤0.05 were considered statistically significant.

As a sanity check of our annotations during ventricular repolarization inter-

vals, we computed 24-hour averages of HR, QT, QRS, and QTc in our study
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populations. These averages are presented in Table 3.1.
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Table 3.1: Gender-based description of the baseline ECG measurements for healthy and LQTS cohorts using 24-hour
averages. Values were computed using the process described in Section 2.1. *: P<0.05 vs. men of same genotype.

Healthy LQT1 LQT2 LQT3
Men
(N=101)

Women
(N=99)

Men
(N=88)

Women
(N=114)

Men
(N=42)

Women
(N=47)

Men
(N=8)

Women
(N=6)

HR (bpm) 77±9 81±10* 72±11 77±14* 77±17 76±15 72±15 77±7
QT (ms) 358±21 365±20* 430±48 435±48 433±59 450±54 463±58 453±65
QRS (ms) 93±5 90±4* 95±10 92±8* 94±9 92±8 97±11 94±6
QTc (ms) 400±16 416±16* 466±53 482±36* 476±42 491±40* 490±35 497±57
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Fig. 3.16 depicts the conceptualized work flow of a healthcare system that

is well-suited to our purposes. This system stores long term patient records in

electronic format (denoted as e-Health records). The data acquired from a pa-

tient is pre-processed and filtered to reduce data dimensionality. The results are

incorporated into the e-Health records (EHR), thereby gradually enriching the

database quality to improve the accuracy of future ML results. This assumes,

however, that we are storing every possible piece of (relevant) clinical informa-

tion; a database with many patients may not be as useful as a smaller database

with more information on each patient.

As shown in the figure, an effective ML-based healthcare system should capi-

talize on the vast computational capability of the machine and the unprecedented

reasoning ability of the human (the doctor). Both the machine and the doctor

are looking for patterns, but the doctor cannot analyze every heartbeat of every

patient, nor can he be expected to be familiar with the nuances of every disease.

The machine can do this, and can present its “suspicions” to the doctor for con-

firmation. We envision such a system to provide decision support to doctors in

three different ways:

• Visualization of the long term monitoring data in a concise and intuitive

format [8] could significantly reduce the data burden for the doctor, al-

lowing him/her to make decisions quickly and accurately. This aspect was

thoroughly covered in the previous sections.

• Alerts are simple alarms which may be triggered by a value crossing a

threshold, or by a very reliable ML algorithm. For instance, the doctor may

wish to be notified immediately if a patient’s QTc exceeds 500 ms.

• Classification is the process of predicting what group a patient falls under.
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There may be several correct answers: people with a specific genotype, peo-

ple at risk for certain cardiac events, etc. Prediction of short-term outcomes

is a primary goal here, in which the machine may predict, for example, a

high risk for myocardial infarction (MI, a.k.a. heart attack) in the next 12

hours.

We reiterate that the physician is still at the head of this process, ordering tests,

analyzing records, adjusting prescriptions, etc. The visualizations and recommen-

dations from the machine are simply additional tools to support the process —

i.e., a second opinion. In time, not only will the machine make more accurate

classifications due to expanding database sizes, but also the doctor will develop

an intuition for how/when a machine makes accurate classifications.

It is also important to consider the privacy implications inherent to this system,

where many patient’s records are being aggregated and analyzed. Most Protected

Health Information (PHI) can be safely removed from records in accordance with

HIPAA [60], such as the patients’ names and birthdays. However, as we have

found in our own research, the inability to trace a record back to a specific per-

son, in order to obtain more detailed information from their physician, can limit

the effectiveness of data mining tools. Further, the criteria for PHI includes in-

formation that could be combined to statistically reveal the identity of a patient.

This information — such as age, gender, race, and genetic disorders — is critical

to developing good decision support systems, but including too much information

on the wrong computer system risks violating HIPAA. Finally, some applications

may require explicitly-protected information such as a patient’s voice print [61] or

city. Researchers must keep these restrictions in mind during all stages of a study.
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Figure 3.16: Complete ECG analysis workflow. Features for visualization and
machine learning are extracted from the raw data and stored in a database. To
analyze the data, queries are performed which select some subset/function of
the full feature set. These results then become inputs for the decision support
functions. There is feedback from the doctor to tune parameters of those functions.
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3.5.1 Background on Machine Learning Techniques

We consider machine learning algorithms from three general categories:

1. “Conventional” supervised learning methods, such as SVM, decision tree,

and nearest neighbors.

2. Clustering techniques such as GMM, K-means, and DBSCAN.

3. Artificial neural networks (ANN).

We will mainly discuss the first category, but will present some formulation and

results from the third. We will also consider “ensemble” techniques such as Ad-

aBoost and Random Forest, which attempt to use the results from several classi-

fiers to improve accuracy. Clustering methods will not be discussed, as we have

not yet found satisfactory parameters to achieve good results with these. Table 3.2

offers an overview of the characteristics of the main four ML algorithms that we

considered in our evaluation.

To start with, we will test one of the simplest machine learning algorithms:

nearest neighbors. This method simply selects the “closest” training sample

to the presented sample (i.e. shortest Minkowski distance). An extension of this

takes a weighted average of the N closest samples. While nearest neighbors is

simple to implement, it faces a few drawbacks; outliers have just as much weight

as other data points, and we need to store (and search) the entire training set to

perform classification.

Support vector machines (SVM) are also very common, and simple to

train and interpret. Depending on the nature of the data, they can be highly

accurate. They operate by defining hyperplanes which separate the data into
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Table 3.2: Pros and cons of some frequently-used machine learning classifiers.
This overview helps us choose the best method(s) based on the input data char-
acteristics and computational resources available.

Classifier Advantages Disadvantages

Nearest
Neighbors

Simple to implement.
Easy to understand/interpret.

Sensitive to noisy data and
anomalies.
Computationally expensive for
large data sets.

SVM Flexibility with non-linear
data.
Scales up with large sets of
data.
Relatively resistant to curse of
dimensionality.

Difficult to interpret feature
importance.
Confidence estimates may be
unreliable.

Random
Forest

Alleviates the over-fitting
problem.
Easy to extract feature impor-
tance.
Scales up with large sets of
data.

Increased bias compared to
single decision tree.
Retraining on same data can
produce different results.

AdaBoost Automatically reduces dimen-
sionality.
Relatively fast.

Sensitive to noisy data and
anomalies.
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different groups. These planes are created from a subset of the training points,

known as support vectors, in a way that maximizes the distance from the plane

to the nearest data point of any class. Additionally, the feature space may be

transformed using different kernels to allow nonlinear classification boundaries.

Regardless of the kernel, SVM offers several advantages including memory effi-

ciency — only a few training points (support vectors) need to be stored after

training — and effective classification in high dimensional spaces. We will at-

tempt to train SVMs using both linear and radial basis kernel functions. While

this (and some other) algorithm(s) are designed for data from only two categories,

the scikit-learn implementation will internally split our three-category data into

two-category stages to bypass this limitation. One weakness of SVM is in the abil-

ity to judge how certain we are about a prediction; you can compute the distance

from a point to the nearest separator plane, but this doesn’t necessarily translate

well to a “confidence percentage”.

A very different method that we expect to perform well is the random forest

algorithm. This method uses training samples to construct multiple decision

trees — a forest — using random subsets of the given data and/or features to

build each tree. It then classifies a new testing point by averaging the results of

the individual trees. (A single decision tree operates by splitting the data multiple

times until “leaves” are created of a single class. Then, to classify a new sample,

we simply traverse the tree based on the splitting criteria until we arrive at a leaf.)

By taking the mean, a random forest gets rid of the over-fitting problem that is

often encountered with a single decision tree. Random forests offer other valuable

features such as processing large amounts of data efficiently. They are also good

at“filling in” missing data, and providing a reasonably accurate evaluation of what
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variables are important in the classification. However, it does have a disadvantage

in terms of “adding data later”; that is, if we want to grow our forest at some

point after the initial training, it is not trivial to add more samples without fully

re-training the classifier. The process of adding one (or several) training examples

to a model without complete retraining is called online machine learning, and

is not a feature of any of our chosen classifiers (with the exception of nearest

neighbors, which doesn’t really have a training stage).

The random forest is a type of “ensemble” algorithm, basing its output on

the output of several other classifiers. We will test two other ensemble techniques

as well: AdaBoost, and voting. The voting classifier simply takes the output

of several other classifiers and does a majority vote if they disagree. In a more

advanced version of this, the results of the individual classifiers will be weighted

based on their confidence in it (and/or our confidence in that classifier). AdaBoost

is somewhat different; it is a multi-stage classifier where each stage is trained on

the failures of the previous stage. (In our case, each stage is a Decision Tree, but

this can be changed.) AdaBoost is generally quite accurate, and can automatically

mitigate overfitting by selecting only relevant features. However, it may lock on

to noise/outliers in trying to correct its mistakes.

Finally, we will use the NVIDIA Deep Learning GPU Training System (DIG-

ITS) [62] and Caffe [63] for ANN-based classification of LQTS. Artificial Neural

Networks (ANNs), which are inspired by the design of our biological neurons, may

be used for either supervised or unsupervised learning. “Deep” ANNs use many

layers of these artificial neurons to form abstractions of the input data, leading

to a final classification layer. In each layer, weights are applied to features of the

previous layer to optimize performance. We have seen in Section 3.4 that proper
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visual arrangement/presentation of ECG sensor data can greatly aid the doctor’s

decision in diagnosis and prescription. As there are many ANNs designed for

visual recognition tasks, we decided to adapt our visual output (i.e. the ECG

Clock) to a form that could be directly used as input for a pre-tuned ANN. One

common vision task for ANNs is to classify handwritten digits from the MNIST

handwriting database [64]. These are binary images, and are 28x28 px each. We

simply shrink our ECG clocks (the plotted lines only) down to this size, and at-

tempt to train an ANN to classify “healthy”, “LQT1”, and “LQT2”, from plotted

QTc values. This format essentially restricts us to 784 data points (28x28), and

most of the image is blank (i.e. it is sparse); we may only plot ∼70 points. It

will be interesting to see if we are providing enough data to the ANN, and if

this unconventional format/structure — where the inputs are a graphical repre-

sentation of the values, rather than the values themselves — performs well. The

technique is shown in Fig. 3.17. Based on the examples in this figure, we expect

that “healthy vs. sick” will be fairly simple to determine, but “LQT1 vs. LQT2”

may be difficult.

Which ML algorithm is best to detect and classify LQTS? This really depends

on properties of our data and our long term goals for how it will be used. For

instance, some algorithms may be lighter in terms of storage and/or computation

if we intend to continuously update the classifier (i.e. “online” machine learning).

Additionally, we will want to keep the dimensionality of the data as low as possible

in order to improve the accuracy of many methods. For now, we will make some

assumptions — e.g. that hourly data will be sufficient, as opposed to beat-to-beat

data, and that the database is small — and test the performance of a variety

of conventional ML algorithms on our data. Incidentally, for machine learning
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Figure 3.17: Applying artificial neural networks (ANNs) to QT clocks. We use a
well-known handwriting recognition ANN and train it on reduced-resolution QT
clocks (bottom) instead of the digits it was designed for (top).

purposes, our database is indeed somewhat small; we have access to 639 24-hour

Holter recordings of healthy, LQT1, and LQT2 patients. LQT2 is the smallest

cohort, with 145 recordings. LQT1 has 294 recordings, and healthy has 200. The

scikit-learn [19] Python library will be used to perform the tests. Seventy percent

of the samples will be used for training, and the remaining 30% will be used for

testing. The data will initially consist of hourly QTc values for each patient, plus

their gender (25 “dimensions”), and a corresponding classification (0, 1, or 2, for

“healthy”, “LQT1”, or “LQT2”, respectively).

3.5.2 Objectives

Concealment Analysis: We will attempt to identify the best way to unmask

QT Prolongation concealment for each cohort (LQT1, LQT2, LQT3) using 24-
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hour recordings. In this case, we are not using machine learning, but statistical

analysis of the times of day at which QTc prolongation occurs.

Genotype Classification from ECG: One interesting application of machine

learning will be to perform a “genetic test” from a Holter. Using hourly QTc

values, we will try to make various algorithms learn the patterns that differentiate

“healthy” from “LQT1” and “LQT2”.

Event Prediction: We restricted our study to 434 THEW recordings of pa-

tients with the most common LQT genotypes (LQT1 and LQT2) and the most

complete demographic information (such as age and gender). Our goal was to iden-

tify which of the patients had cardiac events caused by LQTS (such as seizures or

syncope). In other words, we are trying to identify patterns in the ECG that can

distinguish which genotype-positive patients will also suffer from related events.

Given some measurements from an ECG, a classifier should simply tell us “events

expected” or “no events expected,” perhaps with a confidence value.

The algorithms we used to perform classifications were all implemented using

scikit-learn, an open-source Python library that is built on SciPy and NumPy [19].

To assess a classifier’s accuracy, we set aside 30% of the samples for testing, and

trained only on the remaining 70%. Because some algorithms include inherent

randomness in their operation, and because the division between training and

testing data is also done at random, we repeated the cycle of selecting training

data, training, and testing 50 times for each classifier. This is known as Monte

Carlo cross validation. The average result from these trials tells us how well a

classifier is likely to perform, whereas the worst result shows how poorly a classifier

may perform due to an unlucky selection of training data.
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3.5.3 Feature Selection

Quantitatively, predicting Long QT (LQT) symptoms requires training ML algo-

rithms based on input variables that are extracted from raw ECG data. The ma-

chine learning methods described in Section 3.5.1 all have some inherent strengths

and weaknesses regardless of the data. However, many of their limitations are im-

posed by the data we choose to provide; we know that QTc, and therefore QT

and RR, are the measurements most commonly used by cardiologists to deter-

mine if a LQTS patient is in danger. We also know that people with different

LQT genotypes tend to show more QTc prolongation at different times of day [6].

We therefore decided to provide hourly QT and RR measurements as input to the

ML classifiers. That is, a “sample” for training or classification will consist of 48

values. We chose to split QTc into QT and RR in case the correction equations

were removing information from the underlying values. Increasing the number of

features risks inflicting the “curse of dimensionality,” in which there are so many

dimensions to work with that it is “too easy” to separate the training data into

the correct groups. The learned model becomes specific to the training set, rather

than generalizing to other data. This is known as overfitting. The apparent di-

mensionality can be reduced through methods like principal component analysis

(PCA), or by simply removing hours that didn’t seem to have much impact on

classifier accuracy. In general, the fewer dimensions our input has, the less training

samples we will need to achieve good performance, and the faster our classifiers

will run.
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Table 3.3: Percentage of cardiac beats with QTc prolongation (median values) in
LQTS subjects between two periods of the day: 3–4AM and 3–4PM. Prolongation
percentage is defined as the percentage of heart beats with QTc above the gender-
specific threshold during the given hours. Periods starting at 3AM and 3PM were
chosen as representative times to illustrate changes in QTc prolongation between
sleeping and waking hours. The median QTc values at these times are identified
in Figure 3.6, and prolongation percentage for the full 24 hours is shown in Figure
3.18. N is reported as the number of patients with Holter recordings containing
data during the required hours.

LQT1 LQT2 LQT3
Men Women Men Women Men Women

N 82 108 40 47 8 5
Period : 3AM–4AM 48% 30% 100% 100% 100% 81%
Period : 3PM–4PM 97% 68% 87% 62% 100% 95%
p-value 0.0002 0.00001 0.0002 0.002 0.2 1.0

3.5.4 LQTS Concealment Results

Rather than comparing QTc value distributions at different times of day, it can

be instructive to compare QTc prolongation percentages – i.e., the chance of QTc

exceeding the clinical prolongation thresholds. In Table 3.3, we report the percent-

age of heart beats that showed QTc prolongation in the three LQTS cohorts for

the same time periods: one nocturnal (3AM–4AM), and one diurnal (3PM–4PM).

In the LQT1 and LQT2 cohorts, we observed a significant variation in median QTc

prolongation (13–49%) between these two periods, p<0.01 (or p<10−5 if gender is

ignored). Specifically, in the LQT1 cohort, prolongation was significantly higher

(regardless of gender) during the afternoon than late at night, while in LQT2 the

afternoon hours showed significantly lower prolongation than at night. In LQT3,

there were no statistically significant differences in prolongation when comparing

these two time ranges, most likely due to the small size of our cohort.

Hourly median prolongation percentages are plotted in Figure 3.18. LQT1 and

LQT2 patients appear to have very similar patterns of QTc prolongation during
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Figure 3.18: Median QTc prolongation in healthy, LQT1, LQT2, and LQT3 co-
horts. Higher values mean higher chance to detect prolongation if QTc is measured
at this time; 100% means that most beats show prolongation in a given cohort at
a particular time.
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clinic hours (“day”), but are quite distinct during sleeping hours (“night”). At

night, QTc prolongation becomes much more prevalent in LQT2 subjects, and

less common in LQT1. For readability, we did not plot separate lines for each

gender in this figure. However, when the plot is separated by gender, it reveals

a slightly higher QTc prolongation percentage in men than women — about 12%

higher, on average. This agrees with our expectations from inspecting Figure 3.1,

in which the threshold for males (450ms) appears to offer higher sensitivity than

the threshold for females (470ms). Finally, we identified the two periods of the day

with the most significant differences in median percentage of QTc prolongation

within each LQTS family. In LQT1, the most significant difference in percentage

of beats with QTc prolongation is found when comparing 05:30 (early morning) to

15:30 (afternoon) (39% vs. 83%, p∼10−9), while in LQT2 the most significantly

different periods of the day are around 00:30 (night) and 18:30 (evening) (100%

vs. 74%, p∼10−6).

3.5.5 LQT1 vs. LQT2 Results

In Figure 3.19, we present the results of several estimators on the “LQT1 vs.

LQT2” problem. Classification of “healthy” vs. “long QT” was relatively accurate

— about 90% — as we expected. Further differentiating between LQT1 and LQT2

was more difficult, lowering the score of each classifier to an accuracy of about

70–75% with the SVM and Random Forest methods. We should note right now

that several of the recordings in our database were noisy or incomplete, which

likely degraded our results. Missing data was replaced with average values, but

very short recordings should probably have simply been thrown out. However, we

wanted to present a realistic starting point for further research, so all data was
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Figure 3.19: Average estimator performance in classifying LQT1 vs. LQT2 vs.
healthy (red) or healthy vs. LQTS (blue). The classifiers were given 24 QTc
values per patient — one per hour — as input.

retained. Another important consideration is that while our data is segregated

by LQTS genotype, not all LQTS subjects show the corresponding phenotype.

In other words, a handful of the LQTS patients truly do look healthy, so even a

cardiologist would be likely to “misclassify” them.

We just saw that Random Forest and Support Vector Machine (SVM) generally

proved superior to other algorithms. Now, we would like to see what information

they are using to arrive at their decisions. For example, based on our findings in [6],

we expect that data from ∼3AM will be a very good differentiator between the

classes. We also expect that afternoon QTc measurements will not help distinguish

between LQT1 and LQT2. Fortunately, we can examine the internals of these

trained classifiers quite easily. In Fig. 3.20, we extract the “importance” of each
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Figure 3.20: Feature importance in SVM and Random Forest when classifying
LQT1 vs. LQT2 (vs. healthy). This tells us which measurements are most useful
in making a prediction; the QTc value at around 6:30AM seems to be a good
differentiator.

feature (hour) from the Random Forest and Linear SVM classifiers. The results

are basically what we expected — late-night data is most useful to both classifiers

— but SVM also used information from earlier in the evening. Because of the

random nature of the training/testing data split, and the random selection of

features in Random Forest, these results will not be exactly the same on every

trial. However, we observed the same general trend over several trials.

In an effort to further improve the accuracy, we ran a feature selection algo-

rithm to determine the most useful measurements in classifying LQT1 vs. LQT2.

We found that T wave duration and TpTe were more useful than QT/QTc. The

ST segment duration around 8PM was also somewhat important. Using hourly T

wave duration and TpTe measurements improved our accuracy to 80%. We then

devised custom input features based on Figs. 3.6 and 3.7; we take ratios of QTc
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at one time of day vs. another. For example, one feature would be QTcF at 3AM

divided by QTcF at 4PM. We expect that values less than 1 would indicate LQT1,

and values greater than 1 would indicate LQT2. Using these and additional ECG

measurements improves accuracy to 84-86%. Future work could likely improve

this by experimenting with different feature ratios.

Finally, we attempted a very basic Artificial Neural Network analysis of the

QTc data. In this case, we did not provide hourly data points, but (28x28 px)

QTc clocks as shown in Fig. 3.17 (bottom). These clocks were used to train a

LeNet network [65], which is known to perform well on the MNIST handwriting

data set. Missing data was not “filled” in any way; we simply passed incomplete

plots to the ANN. This implementation achieved ∼70% accuracy with absolutely

no tuning (and ∼90% accuracy when only classifying “healthy vs. sick”). i.e., it

was comparable to the classifiers we’ve already discussed when only given QTc.

Providing QTc clocks based on a QTcF rather than QTcB improved three-way

classification accuracy to ∼80%. Using this alternate QTc equation did not im-

prove the accuracy of any of the other classifiers, only the ANN.

3.5.6 Event Prediction Results

We used the classifiers from Section 3.5.1 to “predict” if the genotype-positive

LQTS patients in our database would suffer from any symptoms. “Predict” is in

quotes because in this database, we are told which recordings are from patients

who had symptoms, but we are not told if the symptoms came before or after the

ECG recording. So what we are really deciding is not whether someone will have

symptoms in the future, but whether a recording appears to be from a patient

who has had or will have symptoms. Our goal is to identify these patients to the
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doctor, who may then adjust medications and monitoring based on the risk level

of the specific patient.

Fig. 3.21 illustrates how the performance of each classifier changes as we pro-

vide more training samples. The nearest neighbors classifier was configured to

weight samples by distance (rather than uniformly), and random forest was com-

posed of 100 trees rather than the default of 10. Random forest and both SVMs

were set to use balanced class weights. All other parameters were the scikit-learn

defaults. We have given the classifiers 48 data points — hourly QT and RR — as

input.

In Fig. 3.21a, we plot the accuracies that can be expected from each classifier,

based on 50 random selections of training data. In addition to average accuracy,

we also looked at the minimum accuracy over the 50 trials. In other words, as-

suming that we chose the training data very poorly, how well could each algorithm

do? These results are shown in Fig. 3.21b. We found that in this worst-case sce-

nario, over 100 training samples may be required simply to break even — i.e., to

break the 52% line. The highest scores, both minimum and average, came from

random forest and the RBF SVM, which achieved 60–65% accuracy even with an

unlucky selection of training data and as low as 50–100 training samples. The

best classifier in our tests, the RBF SVM, averaged about 70% accuracy.

Obviously, we do not want the computer to make bad classifications. However,

we may be able to deal with relatively low accuracy if we know when the computer

“wasn’t sure” of a result. We therefore test the machine’s average confidence in

its responses. When the computer is incorrect, we find its average confidence to

be around 64–69% with the best classifiers, SVM and RF. When it is correct,

though, its confidence is around 68–74%. It should be possible to set a threshold
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(a) Average accuracy (b) Minimum accuracy

(c) Training time (d) Classification time

Figure 3.21: Performance of several classifiers. The input features were hourly
QT and RR measurements for one day. Each data point is an average of 50
trials for which different training/testing data was randomly selected. 30% of
the full dataset — 130 samples — was always used for testing, but training was
conducted over increasingly larger subsets of the remaining 70% to determine
how many samples were needed for optimal results. Approximately 52% of the
patients did not have symptoms, so the thin dashed line in (a) and (b) represents
the performance we could achieve by simply guessing “no symptoms” every time.
Classification time (d) is actually a measure of how long validation took for the
entire test set of 130 samples. The runtime results were computed on an Intel
i7-5930K CPU.
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below which the decision support system could report “inconclusive” rather than

marking a patient as high or low risk.

In Fig. 3.21c and 3.21d, we measured the runtime of the training and clas-

sification stages to estimate the scalability of each classifier. Although the en-

semble classifiers (AdaBoost and random forest) took longer than the others in

both stages, their runtimes were barely affected by adding more training samples.

Nearest neighbors, as expected, had essentially zero training time, but classifica-

tion time increased with the number of samples, as it has to compute distances

to every point in the training set. In fact, classification using nearest neighbors

actually became slower than AdaBoost at around 240 training samples. Since the

two ensemble methods have very flat runtimes, it’s apparent that SVM will also

become slower than even random forest, once it’s given enough training samples.

Next, we investigated the impact of providing less features to the classifiers.

Instead of hourly QT and RR (48 features), we provided only hourly QTc (24 fea-

tures). Because QTc is designed to contain the LQTS-relevant information from

QT and RR, we expected that this change would improve some of our runtimes

without sacrificing any accuracy. However, we found that accuracy was decreased

for random forest and AdaBoost (which are both based on decision trees), and

that the learning rate appeared to decrease as well — i.e., more samples were re-

quired to reach peak performance. The peak performance of the best classifier was

not hurt by removing features, though; SVM with a radial basis function kernel

seems to consistently yield about 70% accuracy once it has seen enough training

samples. In terms of runtimes, AdaBoost and random forest saw no improvement

from the reduction in features. As expected, nearest neighbor classifications were

faster, and all SVM runtimes improved.
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Our use of QT, RR, and QTc was based on the knowledge of what physicians

measure in practice. However, it is a good idea to make sure that we are not

overlooking any other cardiac features that may be of use. We therefore decided to

measure 23 different features (including QT and RR) at every hour of the day, for a

total of 552 measurements. The features used include QRS, ST segment duration

and elevation, QTp, JT, JTp, TpTe, and T wave duration and amplitude. Further,

we use 6 features from each patient’s medical record: gender, age, LQT type (1

or 2), mutation type (e.g. missense, frameshift, etc.), and mutation location.

Because we only have 434 training samples, we expect that we will need to

reduce the dimensionality of this new feature set in order to mitigate overfitting.

Several methods exist to reduce the dimensionality of inputs while minimizing the

loss of information. We look to the PCA and χ2 methods. PCA projects the data

to a lower dimensional space, and χ2 selects the statistically-“best” features. We

measured classifier accuracy with the number of preserved features varying from

1–512. Surprisingly, we found that with both methods, only one feature/attribute

was needed to achieve the ∼70% accuracy we’d demonstrated in the previous sec-

tion. The most important features seemed to be evening QT-like measurements,

where “QT-like” means QT, JT, QTp, JTp, or heart-rate corrected versions of

these. Using the top 20 features with the random forest classifier yielded 72%

accuracy (69% sensitivity, 75% specificity).

We noticed a pattern where the top-ranked features tended to come from

approximately the same time of day. To illustrate this, in Fig. 3.22 we plot a

histogram of what times the top 25 and top 100 features came from. The top

25 features all come from around 5–6PM, indicating that perhaps fatigue at the

end of the workday is unmasking cardiac issues. Expanding the search to the top
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Figure 3.22: Feature importance vs. time of day (zero = midnight) when identify-
ing events in LQTS subjects. The peaks indicate that late night, first awakening,
and end of workday are the best times to detect cardiac issues in this cohort.

100 features begins to reveal other important times: first thing in the morning

(6–7AM), another stressful time of day [66], and late night (1–2AM), which makes

sense for the LQT2 subset of patients who tend to show more QTc prolongation

during sleep [6]. Also important is the lack of important features around 8–11AM,

which implies that a clinic checkup in the morning may not be enough to allow

the physician to make an accurate assessment of a patient’s risk.

Gender was expected to be a feature of significant importance in ML classi-

fication, as gender differences are known to be present in many coronary heart

diseases [67], and males and females have distinct average QTc values and clinical

prolongation thresholds. However, we repeated our experiments with gender as an
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input, and found no significant difference in results. Upon extracting the “impor-

tance” measure from from the SVM and random forest classifiers, we found that

gender was not being used in any significant way in their decisions. This process

of discovering which features are significant creates new research opportunities, as

the machine may identify surprising patterns or correlations that were previously

unnoticed. For example, it may find that patients with a very specific genetic mu-

tation are more at risk than others with seemingly-similar mutations. In the case

of LQTS, we already know that mutations in certain regions are associated with

increased risk, and it would be interesting to see if the computer would identify

the same pattern.

From Fig. 3.21, we can decide which classifier works best under different con-

straints such as available training data or computational power. Obviously, for

accuracy, we prefer to use either the RBF SVM or random forest. SVM will

probably be our choice if the amount of training data is small, but we may begin

to prefer random forest for faster runtimes once we are working with thousands

of training samples. As runtime becomes more of a concern, we may also work

to narrow down the number of features used as input. We have not discussed

automated feature selection processes here, but several methods exist to reduce

the dimensionality of inputs while minimizing the loss of information.

Finally, we note that all classifiers in Fig. 3.21a seem to be close to reaching

a horizontal asymptote, meaning we will probably not improve their performance

simply by adding more training samples. Instead, we will have to change the

inputs or the parameters of the classifiers. In previous work, we found that time

of day was important in classifying patients as LQT1 vs. LQT2. Both types show

QT prolongation, but during different activities/times of day. That is why we
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structured our inputs here as hourly data points. The dimensions also reduce well

in this structure, as usually only a few hours (e.g. during sleep) are enough to

differentiate LQTS types. However, perhaps a completely different format would

be best for the classification experiment performed in this paper. It may not make

sense to provide hourly average heart rates, as heart rate can vary greatly during

a one hour period. Perhaps a different measure such as heart rate variability

(HRV) would be better. Further, many high-risk LQTS patients are on beta

blockers, which are drugs prescribed to slow the heart rate. So it is possible

that the classifiers in this particular experiment were really noticing the presence

of beta blockers (in the form of increased RR) more than any novel pattern we

had hoped to find. In particular, this could explain why the decision tree based

classifiers did a better job when heart rate was available. We could instead use

something like the longest 10 QTc measurements throughout the day. This is a

difficult measurement to make, though, in a noisy recording. We may also choose

to try higher-resolution data, e.g. 5-minute data points, but this would likely

require a larger database due to the increased dimensionality. We will experiment

with variations of these ideas. We will also attempt to use other measurements

of the T wave, such as symmetry, amplitude, and peak–end interval. Another

possible approach is the use of a voting classifier, which attempts to aggregate

the predictions of several other classifiers to reach a better result. However, our

previous experience suggests that this will only be slightly more accurate than the

best individual classifier. The selection of appropriate input features is an area

where a physician’s knowledge and intuition remains critical. As we narrow down

the best features to use, we will also begin to try other classification methods

such as clustering (e.g. GMM, K-means, DBSCAN) and custom artificial neural

networks.
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4 Decision Support for

Suspected Acute Myocardial

Infarction (AMI) Patients

4.1 Background and Objectives

In the previous chapter, we worked primarily with the THEW E-HOL-03-0480-

013 database. This database contains 480 Holters of genotyped LQTS patients.

In this chapter, we turn our focus to a different database: E-HOL-12-1172-012.

This database contains 1172 Holters from patients who were hospitalized due to

chest pain. In many cases, the pain was not caused by cardiac events, or was due

to a non-acute cardiac condition. In other cases, the patient was indeed suffering

from more immediately life threatening events such as unstable angina or heart

attack (AMI). Cardiologists would like to identify which category a patient falls

into as quickly as possible. Therefore, our goal with this database is to analyze

the patient’s record (age, family history, etc.) and test results (e.g. blood work,

ECG) automatically to classify them as high or low risk. For instance, we may

want to distinguish between patients with acute cardiac issues and patients with
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Table 4.1: Example ML input from chest pain database. The first column is what
the ML algorithm will learn to predict; perhaps Cohort 1 is “chest pain from
non cardiac causes” and Cohort 2 is “chest pain from cardiac causes”. The other
columns are the features that will be used to predict the cohort.

cohort age smoker diabetic HR STe QTp
1 65 0 0 57 4.5e-05 338
1 90 0 0 81 -4.6e-05 316
1 33 1 0 66 5.6e-05 294
1 46 0 0 79 7.4e-05 271
2 42 0 0 73 3.1e-05 299
2 70 1 0 61 -4.5e-06 336
2 75 0 0 67 4.9e-05 277
2 74 0 1 63 5.1e-05 330
2 47 1 0 84 5.5e-05 254
2 73 0 1 68 2.7e-05 320

non-acute or non-cardiac issues.

4.2 Methods

Classification uses the same scikit-learn library used in Section 3.5. To streamline

the initial data preparation, I have implemented a Flask [68] web frontend that

allows classification cohorts to be defined (such as “patients with MI vs. patients

without MI”), “static” features to be selected (such as gender or family history),

and ECG parameters to be computed (such as “average QTc and STe from first

10 minutes of recording”). The output from this web frontend is a CSV file that is

ready to be imported into sklearn. An example CSV is given in Table 4.1. A real

spreadsheet will consist of 1172 rows (one per patient) and additional columns for

other important features.

The CSV of features vs. classes is read by a python script which, as in the

LQTS chapter, performs the following steps:
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1. Convert inputs to floating-point values (or NaN).

2. Replace NaNs with the mean value from the column where they occurred.

3. Scale values so each column is centered on zero with unit variance.

4. Train and test a set of classifiers N times, with different testing vs. training

data on each run (to determine the average performance of each classifier).

Categorical features (such as race, which may have 5–6 options) will be converted

to a set of binary columns before this process begins.

In addition to the classifiers used in Chapter 3, we test three others:

1. Linear Discriminant Analysis (LDA), which uses class conditional den-

sities to determine a linear boundary between classes.

2. Linear SVM with Stochastic Gradient Descent (SGD) training.

3. Naive Bayes (NB) assuming a Gaussian likelihood for each feature.

4.3 Results

4.3.1 Initial Results

In this section, initial results are presented with untuned classifiers. Optimizations

in terms of estimator parameters and input feature selection will be explored in

the following section.

Table 4.2 presents the best results from all classifiers using default parameters.

The following features were provided for the “record only” tests: gender, age, fam-

ily history, history of coronary artery disease, history of hypertension, smoking,
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Table 4.2: Predicting chest pain cause. Accuracy is the best average accuracy
achieved by any classifier. In the “Best classifiers” column, we list all classifiers
that performed similarly to the best (i.e., within 1–2%).
Task Input Best classifiers Accuracy

Acute cardiac vs.
Non-acute/non-cardiac

Record only LDA, SVM, AdaBoost, NB 75.9%
ECG only SVM, RF, LDA 76.4%
All data SVM, AdaBoost, NB, RF, LDA 79.8%

Cardiac vs.
Non-cardiac

Record only LDA, NB, SVM 76.4%
ECG only LDA, SVM 76.0%
All data SVM, LDA 76.5%

MI vs. Non-MI
Record only LDA, SVM, NB, AdaBoost, NN 91.7%
ECG only SVM, RF, NN 91.4%
All data SVM, AdaBoost, RF 95.0%

history of high cholesterol, and diabetes. From the ECG, the following features

were used (average from the first 10 minutes): HR, P wave duration, PR inter-

val, PR segment, QRS, ST segment, ST elevation at 5 time points, QT, QTcB,

QTcF, QTp, QTpcB, QTpcF, JT, JTcB, JTcF, JTp, JTpcB, JTpcF, TpTe, T

wave duration, and T wave amplitude. Because so many features are provided,

we expect that some overfitting will occur. In the following section, we will focus

on selecting only the best features for input. Patients in this database had been

tested for several cardiac markers of MI including troponin and creatine kinase-

MB (CK-MB). The “All data” rows in Table 4.2 include the medical record and

ECG features above, as well as the initial troponin measurement (which would be

available to the cardiologist within minutes).

Unfortunately, most of these initial results are equivalent to random guessing;

in the the acute vs. non-acute group, 76.2% of patients fall into “non-acute”. In

the cardiac vs. non-cardiac group, 76.5% of patients are “cardiac”. In the MI

vs. non-MI group, 91.6% of patients are “non-MI”. It is promising however that

the third experiment was better than guessing in two of the tests, and we believe
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it can be further improved through more rigorous feature selection and classifier

optimizations. The decision tree based algorithms were able to provide 100%

accuracy on training data, meaning that they were almost certainly overfitting.

In the final row of the table, for example, AdaBoost and Random Forest achieved

98–99% accuracy on the training set but only about 94% accuracy on the test

set. Overfitting was even more pronounced in the acute vs. non-acute test where,

for instance, Random Forest had 98% accuracy on training data but only 78%

accuracy on the test set.

4.3.2 Optimizing

In the previous section, we found that feature selection and parameter tuning

would be required to get good results for these experiments. This prompted us

to run chi-squared tests to determine which variables were likely to be useful. As

a result, from the “medical record” fields, we eliminated gender. From the ECG

measurements, we found that heart rate, ST segment duration, corrected JT and

JTp intervals, and ST elevation 40–80ms after the J point were most likely to

be useful. The initial troponin measurement was also highly ranked, which is

expected as it is a typical method of diagnosing MI. This analysis allows us to

eliminate approximately half of the features that were used to generate Table 4.2.

Additionally, we found that there was a lot of noise in the input features due

to using averages (rather than medians), failing to clean up some obviously-wrong

values, and using all leads rather than the “best” lead for each measurement. We

therefore re-annotated the ECGs and measured most features only on the lead with

the strongest T wave amplitude. This improves the accuracy of measurements

such as QT, QTp, JT, JTp, TpTe, etc. For other features like RR and QRS, we



80

select the lead that provides the most stable value. Stability is determined by

comparing measurements to “smoothed” versions of the same measurements; in

other words, the lead that would be impacted least by a median filter is the one

we will use.

In the “MI vs. non-MI” experiment, using the reduced set of features with

the updated annotations improves the accuracy of Random Forest to 96%. 1066

out of 1073 non-MI patients were correctly identified as such, and 58 out of 98 MI

patients were correctly identified (59% sensitivity, 99% specificity).

We noticed that annotation errors themselves might be useful input features.

For instance, finding lots of ectopic beats, or failing to detect a P wave, may be

more likely in a cardiac patient than a non-cardiac one. We defined a new set of

ML features, in which we compared the number of detections of an ECG feature

to the number of HR or R peak detections. We compare to R or HR because

these measurements are least prone to error. For example, if HR is successfully

measured 100,000 times in a recording, but the PR interval is only measured 90,000

times, the “PR per HR” feature will be equal to 0.9. These features are of course

dependent on our annotation algorithm, but we expect that similar measures of

noise could be made when other annotation algorithms are used. However, we

ultimately found that these features were not useful in determining chest pain

cause. We may revisit them in the stenosis detection experiment (Section 5.2.6).

In the first few minutes of the ECG, the patient is likely supine. In this relaxed

state, changes to some markers such as STe may not be as pronounced as they

would be during a period of elevated heart rate. We may decide, then, to drop the

idea of “detecting as early as possible”, and look later in the recording for more

useful information. Of course, the physician could obtain the same information
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earlier in the recording by increasing the patient’s heart rate through light exercise.

In the following chapter, we will summarize the main results from the LQTS

and AMI database analyses, and outline future research directions.
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5 Conclusions

In this work, we have developed several new ways to assist a physician in decisions

related to cardiac disease. First, we created a visual tool, the “ECG Clock”, which

allows evaluation and comparison of ECG biomarkers from individual Holters

or sets of Holters. This tool proved useful in many ways, including diagnoses,

unmasking concealed LQTS, and risk assessment. It was also used to evaluate the

effects of a new drug. Then, we applied machine learning tools to ∼400GB of long-

term ECG recordings, and achieved promising results in the tasks of genotyping,

cardiac event prediction, and AMI detection. In Section 5.2, we outline possible

improvements to these systems.

5.1 QT Clock Discussion

The QT Clock was shown to be extremely useful in reviewing long term QTc

monitoring data. The use of Holter data to view dynamic changes in repolariza-

tion during a 24-hour time period allowed us to identify trends caused by different

genotypes and medications. Patients with LQT1 typically have adverse cardiac

events during high sympathetic tone. When looking at the degree of QT prolonga-
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tion, our results reveal that the LQT1 patients are more likely to have diagnostic

QTc prolongation during the day time hours; during the night, when sympathetic

withdrawal occurs, a much lower degree of QTc prolongation can be observed.

On the other hand, LQT2 patients show QT prolongation during the night time

hours when compared to the day time hours. The number of patients with LQT3

in our study were too few to conclude any differences in QT prolongation over

time.

While modern Holter systems may provide basic reporting on the QTc interval

— e.g. maximum QTc, and percentage of time that it is prolonged — the QT

clock can present the time, duration, and magnitude of all prolongation events in

a simple picture. This is useful in the detection of concealed LQTS. Additionally,

the clocks can reveal whether a patient is taking certain prescriptions correctly,

if a prescription should be adjusted, or even what dose is likely to be safe for

someone being started on a new drug. Further, the database we’ve developed can

be used for purposes other than visualization, such as ML-based decision support.

The increased availability of sensor data from a wide variety of patients will yield

very refined characterizations of specific groups, differentiated by genetic mutation

types, drug use, age, etc., allowing software to make diagnosis recommendations

and even to predict the effects a prescription would have on a certain patient.

Finally, we remind the reader that long-term QTc monitoring is only one example

of a medical data visualization problem. The same techniques we’ve presented can

immediately be extended to other features (such as heart rate) and other sensors

(such as glucose monitors). Without these tools, the increasing volume of sensor

data will become overwhelming to the clinicians who need to process it.
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5.2 Limitations and Future Work

5.2.1 Performance Optimizations

We currently manage and process hundreds of Holter recordings on a desktop

computer. For simplicity, the results are stored in SQLite databases. One research

objective will be to scale this to a proper cloud-based database backend capable of

handling larger data sets, and sources other than ECG recordings. In parallel with

this, we will create a means to automatically update the group-specific statistics

when new records are added to the database.

We have implemented a few optimizations such as multithreading and database

indexing to improve the speed of both the initial data processing and the later

querying/visualization stages of the system. However, as the database scales,

there may be more work to do here. For instance, instead of relational databases,

we could investigate solutions that are more well-suited for our time series data.

5.2.2 Multi-Lead Analysis

Our analysis in the LQTS group is based on Holter recordings acquired using 2

or 3 lead configurations. These leads were not systematically reported but they

were V1-, VF-, or V5-like leads. Therefore, in this analysis we do not deliver a

lead-based comparison in terms of identifying prolongation but we are limited to

assess the presence of prolongation using the longest QT interval measured from

non-standard leads in all beats. How the lead selection may affect our analysis,

and the accuracy compared to standard 12-lead ECGs remains to be elucidated.

In the AMI results, there is a similar limitation; we have data from 12 labeled

leads, and though we have attempted to find the “best” lead for analysis (e.g.
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by using the lead with the most stable measurements, or the strongest T waves),

other lead selection techniques could be investigated.

5.2.3 Multi-Modal Visualization

ECG clocks are a simple way to visualize one factor, such as QTc or HR. Research

is required to determine the best ways to aggregate heterogeneous sensor data into

a clinically-relevant summary for a specific patient and for specific illnesses. For

instance, we may want to view information about cholesterol or troponin on the

same plot. Many drugs affect more than one ECG marker. When a patient is on

the drug Tikosyn [69], for example, we need to look for irregularity in HR.

Satisfying these requirements may involve multiple plots/tables, nonlinear

axes, and/or methods to combine the information onto the same plot (e.g. 3D

views, or interactive animations). In the case of Tikosyn, it might suffice to plot

irregularity as a single-bit Boolean value, such as a red dot that is associated with

each QTc value. From the standpoint of data compression, this has the highest

information ratio, but requires a better algorithm to detect RR-irregularity.

Another visualization challenge is finding the best way to detect and highlight

very short-duration events; 24-hr plots only allow us to see events that last for at

least a few minutes, which has insufficient resolution in some cases. The result

must take only a few seconds for the doctor to review, without excluding any key

information.

5.2.4 Machine Learning

TensorFlow [20], CNTK [21], and Amazon Machine Learning [22] are relatively

recent ML developments that we have yet to test. All of these solutions appear
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to be relatively simple to use and to collaborate with. The Amazon product

is promising as a very high level solution, that will simplify the tuning process.

TensorFlow, developed at Google, is likely to be useful for researching and training

more complex neural networks.

Another avenue of research will arise as data collection and collaboration in-

creases: the analysis of trends and disease outbreaks. This analysis may be more

statistical in nature than what we’ve presented; i.e., machine learning may not

play a major role.

In Fig. 3.20, the low values during the daytime (about 9AM–5PM) indicate

that perhaps we don’t even need to monitor that data. We have begun to identify

the most useful features in our ML case studies, and will continue to experiment

with novel features in further research. If there are indeed several hours which

don’t require observation, it may save battery life, storage, and processing time.

Many optimizations remain in terms of classifier parameters as well, but tweaking

them did not affect our performance very much at this stage. We therefore believe

that it is more important to find the correct features before finding the optimal

classifier configurations.

At this point, our ANN results are really only a very preliminary proof of

concept. We must optimize this on two fronts: 1) neural network parameters

(layers, etc.) and 2) input data. The input data side will be beneficial to the

“conventional” algorithms as well. This is the research we just mentioned, where

we will attempt to identify other ECG parameters to include in the input, and how

to best reduce the dimensionality of the feature space. Further, we will attempt

to hand-select only clean, complete recordings of phenotype-positive individuals

as input; from initial testing, this may reduce our error by an order of magnitude!
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We may also try a different branch of research, where we look at, for example,

1 hour of ECG data, and attempt to predict if there will be a cardiac event in

the following hour. This will allow us to provide real-time warnings, rather than

being limited to disease classification.

5.2.5 Extending the ECG Clock Library

We have demonstrated that QT clocks could be very useful for diagnosis and

monitoring of the Long QT Syndrome. They are also instructive in research

involving both the congenital and drug-induced forms of this disease. Likewise,

we have seen that HR clocks can be used for monitoring HRV and drug response.

We expect that researchers will want to apply (and extend) these concepts to

many other cardiac features, which is why we have decided to make our source

code freely available.

One example of an unconventional use of the ECG Clock is given in Figure 5.1.

Elevated heart rate during sleep — i.e., failure of the heart rate to “dip” to a low

enough level — has been associated with cardiovascular disease and an increased

risk of all-cause mortality [70, 71]. Similarly, low heart rate variability (HRV) is

an indicator of risk for cardiac events [72]. We therefore take a look at heart rate,

HRV, and the rate of change of HR. On the left, we see that the patient’s heart

rate drops from ∼80 bpm during the day to ∼65 bpm at night. From this plot, we

also get an idea of heart rate variability (HRV); the heart rate appears to fluctuate

across a range of ∼10 bpm throughout the day. A HRDerivClock class was created

as an example of how the ECG Clock can be extended. In this class, we redefine

the default axis range, and apply a derivative() function to the heart rate data

as it is loaded. We can then plot either the derivative at each data point, or its
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Figure 5.1: Viewing heart rate and its rate of change in a healthy individual. The
plot on the left provides the doctor with a comprehensive picture of the patient’s
heart rate and HRV. The green region indicates the interquartile range for heart
rate in healthy subjects. The red lines on the right represent the upper and lower
bounds for rate of change, dHR/dt, normalized to percentage change rather than
bpm change. This shows how fast the patient’s heart rate is able to change, and
is an example of how researchers may start to extend the ECG Clock library to
display unconventional features.

upper and lower bounds within a sliding window. On the right side of Fig. 5.1,

we show the upper and lower bounds. These bounds tend to stay at around ±0.5

percent/second, meaning that a change from 80 to 65 bpm (about 20%) would

take at least 40 seconds. We further note that changes take place more slowly at

night. A very narrow range on this plot may indicate that the patient has trouble

adapting their heart rate to different situations.

Finally, in order to make the library more accessible, we intend to develop a

web interface so that non-programmers can simply upload data or annotations

and generate clocks. Additionally, example IPython notebooks will simplify the

process for programmers who prefer that environment.
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5.2.6 Chest Pain Database Analysis

In Chapter 4, we presented only initial results from analysis of the THEW Chest

Pain database. We have many goals for this database in the future:

• Improve the accuracy in the experiments already discussed, by algorithm

tuning and feature selection. We may take some feature suggestions from [73]

— e.g. ST slope, and maximum heart rate — and from [74] — e.g. JTp/JT,

TpTe/JTp, TpTe/JT, QTp/QT, TpTe/QTp and TpTe/QT.

• Identify important features from the selection process which may previously

have been unused by clinicians.

• Analyze failures of the system and see if they could be mitigated through

confidence score thresholds.

• Improve our web interface that generates the ML inputs.

In addition to these goals, we would also like to explore other clinical prob-

lems, such as predicting short-term or long-term outcomes rather than chest pain

cause. One interesting possibility is to determine the location of coronary artery

stenosis — i.e., finding which artery is blocked — using features such as measure-

ment differences between leads. This is the direction we will be pursuing in the

immediate future.
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A Electrocardiographic

Reference Ranges

In this appendix, we present statistics computed from beat-to-beat annotations of

the THEW E-HOL-03-0202-003 (Healthy) and E-HOL-03-0480-013 (Genotyped

LQTS) databases.

The age of one patient in the healthy database was not recorded; this subject

is excluded from the age-dependent rows. Similarly, in the Long QT population,

eight subjects have no recorded age, and three of them have no recorded gender,

so they are excluded from the appropriate rows.

We note that our annotation algorithm performed poorly on PR measure-

ments, and P wave detection in general. This is because we did not manually

adjust the P wave detection parameters for each Holter, nor did we attempt to

select the best lead — we simply took the median across the 2–3 available leads.
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Table A.1: Heart rate statistics (in beats per minute) for healthy population.
24-hour statistics 3-hour medians

Group Median Mean SD
N (sub-
jects)

12AM–
3AM

3AM–
6AM

6AM–
9AM

9AM–
12PM

12PM–
3PM

3PM–
6PM

6PM–
9PM

9PM–
12AM

All 79 81 18 202 68 65 78 86 86 85 84 78
Male 77 79 18 102 66 63 77 84 84 82 82 76
Female 81 82 18 100 69 67 80 88 88 87 86 80
0-19 82 84 21 21 67 65 84 88 89 91 86 78
20-39 79 80 19 88 66 63 78 86 85 85 84 78
40-59 81 82 17 70 70 67 79 86 87 85 85 80
60- 76 79 17 22 69 66 72 85 82 82 81 75
M (0-19) 83 84 21 11 69 65 75 89 86 92 86 82
M (20-39) 75 77 18 49 63 60 72 82 82 80 80 75
M (40-59) 80 82 18 35 69 66 83 86 86 84 85 79
M (60-) 74 76 16 7 66 65 75 82 86 81 78 72
F (0-19) 81 83 21 10 65 65 86 85 92 91 86 75
F (20-39) 83 84 19 39 70 67 85 90 89 90 88 82
F (40-59) 81 82 17 35 71 67 76 87 88 85 85 81
F (60-) 77 80 18 15 70 67 71 87 81 83 81 76
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Table A.2: QRS statistics (in ms) for healthy population. The resolution of the recordings was 5ms, resulting in identical
median values across most times/groups. We can see that QRS is slightly longer in males, though, particularly during
sleep.

24-hour statistics 3-hour medians

Group Median Mean SD
N (sub-
jects)

12AM–
3AM

3AM–
6AM

6AM–
9AM

9AM–
12PM

12PM–
3PM

3PM–
6PM

6PM–
9PM

9PM–
12AM

All 90 92 11 202 90 95 90 90 90 90 90 90
Male 90 94 10 102 95 95 90 90 90 90 90 90
Female 90 90 12 100 90 90 90 90 90 90 90 90
0-19 90 91 11 21 90 90 90 90 90 90 90 90
20-39 90 92 11 88 95 95 90 90 90 90 90 90
40-59 90 92 11 70 90 95 90 90 90 90 90 90
60- 90 92 13 22 90 90 90 90 90 90 90 90
M (0-19) 90 92 10 11 95 90 90 90 90 90 90 90
M (20-39) 90 95 10 49 95 95 90 90 90 90 90 90
M (40-59) 90 93 11 35 95 95 90 90 90 90 90 90
M (60-) 90 93 12 7 90 90 90 90 90 90 90 90
F (0-19) 90 90 11 10 90 90 90 90 90 90 90 90
F (20-39) 90 90 11 39 90 90 90 90 90 90 90 90
F (40-59) 90 90 12 35 90 90 90 90 90 90 90 90
F (60-) 90 91 14 15 90 90 90 90 90 90 90 90
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Table A.3: PR statistics (in ms) for healthy population. These appear to be about 20ms shorter than what is found in
literature. Also, we expected a fairly obvious correlation with age, which appears to be absent here.

24-hour statistics 3-hour medians

Group Median Mean SD
N (sub-
jects)

12AM–
3AM

3AM–
6AM

6AM–
9AM

9AM–
12PM

12PM–
3PM

3PM–
6PM

6PM–
9PM

9PM–
12AM

All 135 141 32 202 145 145 135 130 130 135 135 135
Male 140 143 30 102 145 145 140 135 135 135 135 140
Female 135 139 34 100 140 140 130 130 130 130 130 135
0-19 135 140 34 21 140 140 130 130 125 130 135 135
20-39 135 143 33 88 145 145 135 135 135 135 135 140
40-59 135 140 32 70 140 140 135 130 130 130 130 135
60- 140 141 29 22 145 145 135 135 135 135 135 140
M (0-19) 130 139 37 11 140 140 140 130 125 125 130 130
M (20-39) 140 145 30 49 145 150 140 135 135 135 135 140
M (40-59) 140 142 28 35 145 145 140 135 135 135 135 140
M (60-) 145 145 29 7 150 145 145 140 140 140 140 145
F (0-19) 135 141 30 10 150 150 130 130 130 135 135 140
F (20-39) 135 141 36 39 140 140 135 130 130 130 130 135
F (40-59) 130 137 34 35 135 140 135 130 125 125 125 130
F (60-) 135 140 29 15 145 145 130 130 135 135 135 135
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Table A.4: QTcB statistics (in ms) for healthy population.
24-hour statistics 3-hour medians

Group Median Mean SD
N (sub-
jects)

12AM–
3AM

3AM–
6AM

6AM–
9AM

9AM–
12PM

12PM–
3PM

3PM–
6PM

6PM–
9PM

9PM–
12AM

All 407 412 39 202 404 402 408 407 409 409 408 407
Male 398 404 37 102 394 392 400 399 401 401 400 399
Female 415 421 40 100 414 411 414 414 417 416 417 415
0-19 403 411 45 21 399 397 403 402 406 408 406 405
20-39 404 410 40 88 400 398 405 406 405 406 405 405
40-59 408 413 36 70 405 404 410 407 410 409 409 408
60- 419 423 38 22 421 415 413 417 422 420 423 418
M (0-19) 397 407 46 11 397 393 394 396 398 400 398 403
M (20-39) 395 400 35 49 391 389 397 397 398 398 397 396
M (40-59) 401 406 33 35 395 394 404 401 403 403 402 401
M (60-) 412 416 42 7 406 402 410 408 420 418 416 405
F (0-19) 409 415 44 10 401 401 410 408 413 414 413 407
F (20-39) 414 420 42 39 413 409 413 414 414 416 415 415
F (40-59) 415 421 37 35 414 413 415 414 418 414 416 415
F (60-) 422 427 36 15 426 420 415 420 423 421 426 423
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Table A.5: QTcF statistics (in ms) for healthy population.
24-hour statistics 3-hour medians

Group Median Mean SD
N (sub-
jects)

12AM–
3AM

3AM–
6AM

6AM–
9AM

9AM–
12PM

12PM–
3PM

3PM–
6PM

6PM–
9PM

9PM–
12AM

All 390 394 31 202 396 397 391 384 386 387 387 391
Male 383 387 29 102 388 389 386 378 380 381 380 384
Female 397 401 32 100 404 404 397 390 393 393 394 398
0-19 385 391 35 21 393 392 386 381 382 382 381 387
20-39 388 392 31 88 394 395 389 383 384 385 384 388
40-59 390 394 30 70 395 398 393 384 387 387 388 391
60- 404 406 32 22 411 408 401 395 402 403 405 405
M (0-19) 379 386 36 11 386 388 383 374 375 376 375 381
M (20-39) 382 385 27 49 387 390 386 378 379 379 379 382
M (40-59) 383 387 27 35 387 388 385 379 381 382 382 385
M (60-) 400 401 35 7 406 402 397 393 398 400 402 401
F (0-19) 389 396 33 10 399 396 387 385 386 387 387 391
F (20-39) 394 399 33 39 404 403 394 389 389 391 391 396
F (40-59) 398 401 30 35 404 406 401 391 395 393 395 397
F (60-) 406 408 30 15 413 410 402 397 404 404 407 406
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Table A.6: Heart rate statistics (in beats per minute) for long QT population.
24-hour statistics 3-hour medians

Group Median Mean SD
N (sub-
jects)

12AM–
3AM

3AM–
6AM

6AM–
9AM

9AM–
12PM

12PM–
3PM

3PM–
6PM

6PM–
9PM

9PM–
12AM

All 75 78 21 480 66 64 72 81 81 82 81 73
Male 74 77 21 222 65 63 71 79 81 81 79 71
Female 75 79 22 255 67 65 73 82 81 82 81 74
0-19 79 83 24 229 69 69 76 86 86 88 87 76
20-39 70 72 17 149 63 59 67 75 75 75 75 70
40-59 72 73 16 72 65 62 69 78 77 78 77 71
60- 71 71 15 22 64 63 70 75 75 76 74 68
M (0-19) 78 81 22 127 67 67 75 83 86 87 86 74
M (20-39) 67 69 17 46 61 56 63 72 73 73 71 67
M (40-59) 71 72 18 32 62 59 67 77 78 78 75 70
M (60-) 69 70 15 15 66 64 67 71 73 75 73 69
F (0-19) 82 86 25 102 71 71 78 90 88 89 88 78
F (20-39) 71 74 17 103 63 60 69 77 77 77 77 71
F (40-59) 73 74 15 40 66 65 71 78 77 77 78 71
F (60-) 72 74 15 7 62 62 75 85 78 80 75 67
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Table A.7: QRS statistics (in ms) for long QT population. Again, the 5ms resolution of the recordings makes for fairly
static results, but we can still see that QRS is slightly longer in males. This group also appears to have slightly longer
QRS than the healthy population.

24-hour statistics 3-hour medians

Group Median Mean SD
N (sub-
jects)

12AM–
3AM

3AM–
6AM

6AM–
9AM

9AM–
12PM

12PM–
3PM

3PM–
6PM

6PM–
9PM

9PM–
12AM

All 90 93 16 480 95 95 90 90 90 90 90 95
Male 95 94 17 222 95 95 95 90 90 90 90 95
Female 90 92 15 255 95 95 90 90 90 90 90 90
0-19 90 91 16 229 95 90 90 90 90 90 90 90
20-39 95 95 15 149 95 100 95 90 95 95 95 95
40-59 95 94 15 72 95 95 95 90 90 90 90 95
60- 95 96 17 22 95 100 95 95 90 95 90 95
M (0-19) 90 92 17 127 95 95 90 90 90 90 90 95
M (20-39) 95 99 15 46 100 100 95 95 95 95 95 100
M (40-59) 95 95 15 32 95 100 95 95 90 90 95 95
M (60-) 95 97 17 15 95 100 100 95 95 95 95 95
F (0-19) 90 90 15 102 90 90 90 85 85 90 90 90
F (20-39) 95 93 15 103 95 95 95 90 90 90 90 95
F (40-59) 95 93 16 40 95 95 95 90 90 90 90 95
F (60-) 95 93 15 7 100 95 95 85 90 90 90 100
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Table A.8: PR statistics (in ms) for long QT population. Again, this portion of the detection algorithm did not appear
to work properly.

24-hour statistics 3-hour medians

Group Median Mean SD
N (sub-
jects)

12AM–
3AM

3AM–
6AM

6AM–
9AM

9AM–
12PM

12PM–
3PM

3PM–
6PM

6PM–
9PM

9PM–
12AM

All 125 131 36 480 130 130 125 120 120 120 120 125
Male 120 129 37 222 125 125 120 120 120 120 120 120
Female 125 133 35 255 130 135 130 125 125 125 125 130
0-19 115 124 37 229 120 120 115 110 115 115 115 115
20-39 130 136 34 149 135 135 135 125 125 125 130 135
40-59 130 137 34 72 140 140 130 125 130 125 130 135
60- 140 147 36 22 145 145 135 135 135 140 140 140
M (0-19) 110 120 36 127 115 115 110 110 110 110 110 110
M (20-39) 130 136 33 46 135 135 130 125 130 130 130 130
M (40-59) 135 142 32 32 145 145 135 130 130 130 135 140
M (60-) 160 158 35 15 175 170 155 150 150 155 160 160
F (0-19) 125 129 37 102 125 125 120 120 120 120 120 125
F (20-39) 130 136 34 103 140 140 135 125 125 125 130 135
F (40-59) 130 133 35 40 135 135 125 120 125 125 125 130
F (60-) 125 127 28 7 135 130 125 120 115 120 125 130
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Table A.9: QTcB statistics (in ms) for long QT population.
24-hour statistics 3-hour medians

Group Median Mean SD
N (sub-
jects)

12AM–
3AM

3AM–
6AM

6AM–
9AM

9AM–
12PM

12PM–
3PM

3PM–
6PM

6PM–
9PM

9PM–
12AM

All 460 462 49 480 457 457 461 461 461 462 461 461
Male 456 458 48 222 454 451 456 456 456 457 456 456
Female 464 467 49 255 460 461 465 464 466 466 465 464
0-19 466 468 50 229 466 466 467 465 465 467 465 467
20-39 457 460 44 149 453 451 459 459 459 460 459 459
40-59 449 450 49 72 444 442 452 451 451 451 450 447
60- 461 462 43 22 454 457 463 464 464 462 464 458
M (0-19) 465 466 49 127 468 465 467 464 463 464 463 467
M (20-39) 444 447 42 46 438 433 440 448 446 448 445 446
M (40-59) 435 436 45 32 429 424 435 438 435 442 437 435
M (60-) 456 459 40 15 454 455 453 457 458 458 459 456
F (0-19) 467 471 52 102 464 466 466 467 469 470 467 467
F (20-39) 463 466 44 103 457 457 466 463 464 464 465 463
F (40-59) 462 463 48 40 459 457 464 461 464 461 463 464
F (60-) 466 468 48 7 454 459 471 473 470 466 469 462
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Table A.10: QTcF statistics (in ms) for long QT population.
24-hour statistics 3-hour medians

Group Median Mean SD
N (sub-
jects)

12AM–
3AM

3AM–
6AM

6AM–
9AM

9AM–
12PM

12PM–
3PM

3PM–
6PM

6PM–
9PM

9PM–
12AM

All 441 441 41 480 445 446 443 438 438 439 438 443
Male 437 438 40 222 444 442 439 435 434 435 434 440
Female 445 445 42 255 446 449 448 442 443 442 442 446
0-19 442 442 43 229 449 449 444 437 437 438 436 445
20-39 443 444 37 149 444 445 445 441 441 442 441 445
40-59 434 433 43 72 436 434 438 433 434 434 433 433
60- 450 447 39 22 447 451 453 447 451 450 452 447
M (0-19) 442 442 41 127 453 450 444 438 436 436 435 446
M (20-39) 434 436 34 46 435 435 434 434 433 436 434 436
M (40-59) 422 420 40 32 424 423 423 420 419 423 419 421
M (60-) 447 445 36 15 445 450 446 444 449 447 449 443
F (0-19) 442 443 44 102 445 447 443 437 438 440 437 443
F (20-39) 447 447 38 103 447 451 452 445 445 444 446 449
F (40-59) 447 445 42 40 450 449 451 444 447 444 445 450
F (60-) 454 450 44 7 450 455 460 453 453 452 454 454
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